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Abstract

There is evidence that seeing a talker’s face can influence the perception of auditory speech
(the McGurk effect). This is demonstrated by creating a discrepancy between the auditory
and the visual channels. Traditionally, this discrepancy is presented between the lip move-
ments and the auditory signal, but the effect can also be demonstrated by a discrepancy
in other domains of the visual and auditory systems. The present experiment explored the
influence of a discrepancy between the perceived ethnicity and accent of a speaker. Still
images of two speakers (Anglo and Mediterranean) combined with a synthetic peep—pip
continuum (with standard English accent) did not show the expected effect: a shift in
the boundary of the /i/-/1/ continuum in presentation of the Mediterranean face. The
methodology is revised and it is suggested that a different design may have confirmed the

hypotheses.
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Chapter 1

General Introduction

This dissertation was motivated by my interest in the McGurk effect, a phenomenon related
to the integration of auditory and visual information in speech perception. The McGurk
effect was discovered and reported by McGurk and MacDonald (1976) and, since then, it
has inspired many interesting research studies on the integration of information. In basic
terms, it can be described as an illusion which results from the combination of discrepant
auditory and visual information. More specifically, it is a phenomenon experienced by
listeners perceiving speech sounds that do not match the simultaneous lip movements
from the speaker. A typical example is the combination of auditory /ba/ and visual /ga/.
Interestingly, subjects listening to /ba/ and seeing /ga/ usually report hearing an illusory

/da/, even when they are aware of the mismatch.

My interest in the McGurk effect does not come from a belief that the illusions reported are
mysterious, but rather from the interdisciplinary nature of this phenomenon that brings
together two different channels—auditory and visual—of the human perceptual system,

making it both appealing and challenging to the researcher.

The McGurk effect places emphasis on the visual modality of speech, which has often
been neglected in spite of the essential role it plays in communication. We tend to consider
speech perception as something purely auditory. When we listen to someone talking we are
aware of the auditory information that we receive, but we do not usually realise how much
visual information we are using in order to process what they are saying. It is true that
a visual input is not necessary for speech perception; the proof is that we can understand
someone perfectly even if we do not see their face, e.g. in a telephone conversation. But
this does not mean that visual information is irrelevant in speech. This is noticeable
especially in noisy environments, when the auditory information is degraded and we assist

our understanding by reading lip movements.



This dissertation is divided in two main parts. Part I is a review of relevant studies
introducing Part II, where I report the experiment I carried out to study the integration
of audiovisual information when there is a discrepancy between the perceived ethnicity
and the accent of a speaker. Although the main part is the experimental work presented
in the second section, both Part I and Part II are written with a more general objective

which is to emphasise the importance of vision in speech processing.

Here is a brief outline of the individual chapters:

o Part 1

Chapter 1 The present general introduction.

Chapter 2 Review of some studies prior to the McGurk effect followed by a de-

scription of the effect: how it was discovered and what were its implications.

Chapter 3 Evaluation of different factors that may affect the McGurk effect and
what we learn from them: vowels, age, incongruities, semantics, kinematics,

loudness, and cultural and linguistic factors.

o Part I1

Chapter 4 Purpose of the experiment and background information on ethnicity
and the perception of foreign accent to explain the ethnicity /accent discrepancy

used. Hypotheses.

Chapter 5 Report of the experimental methodology and results that did not allow

rejection of the null hypothesis.

Chapter 6 Discussion of the results and review of the methodology. Conclusion

and proposed future work.



Chapter 2
The McGurk Effect

2.1 Speech-reading Studies Prior to the McGurk Effect

Speech-reading or lip-reading' are the terms generally used for the recognition of visible
speech without sound. However, as will be demonstrated below, it has been found that all

of us make use of speech-reading even when we have access to sound in speech perception.

One of the first studies in speech-reading was carried out by Sumby and Pollack (1954).
They measured the contribution of vision to speech intelligibility presenting, over head-
phones, words mixed with different levels of background noise. Sometimes subjects watched
the speaker’s face, and other times they only heard him. Their task was to choose the
spoken word from a vocabulary previously presented to them. Not surprisingly, more
errors were made with a higher level of noise, but what is more important is that they
demonstrated the influence of the visual input on speech intelligibility. Subjects recog-
nised words better when they could see the speaker’s face, and this influence of vision was
greater when there was more noise added to the auditory signal. On the same line, Miller
and Nicely (1955) suggested, although they did not test it, the use of visual cues to reduce
confusion on the place of articulation of consonants and concluded that speech-reading
was a “valuable skill” because it could provide information that was disrupted by noise or

hearing impairments.

Studies on the visual information that can be obtained from the articulatory movements
of speakers were also carried out in order to set up visual categories of sounds. Woodward

and Barber (1960) asked subjects to judge pairs of consonant-vowel (CV) syllables as being

!The term “lip-reading” has been generally replaced by “speech-reading”. I agree with the latter as a
more accurate term which indicates that reading speech from the face is not confined to the lips only, but
also to the teeth, tongue and jaw. Nevertheless, for simplicity purposes when reporting previous studies,
both terms will be used here.



the same or different. In this way, they identified four groups of consonants—bilabials,
labiodentals, /w, r/, and nonlabials—with articulations that are not visually distinctive,
that is, members of any group could not be visually distinguished from other members of
the same group. As it seems obvious, they reported that the most visually distinguishable
consonants were those that involved labial movement. Fisher (1968) identified five visemes
(visually contrastive speech sounds), similar to the above groups but with the velars /k,

g/ as a separate group.

In contrast, Berger (1972, 1973) made another classification, dividing consonant visemes
into initial and final, according to position. He suggested 12 initial and 8 final visemes, and

he found that consonants preceding /a/ were identified visually better than consonants

preceding /i/ or /u/.

Binnie, Montgomery, and Jackson (1974) studied the perceptual confusions made by nor-
mal hearing subjects on a speech-reading task. Their aim was to analyse overall speech
intelligibility at various signal-to-noise ratios as well as the influence of visual information
in the perception of speech. They used 16 consonants in CV syllables and presented them
under audiovisual, visual-only and audio-only conditions. They found that, from visual
information only, subjects could identify five places of articulation nearly perfectly: bilabi-
als, labiodentals, interdentals, palato-alveolars, and the alveolar and velar sounds. Their
results also showed that visual information reduced errors at all signal-to-noise ratios, es-
pecially in the identification of stops and place of articulation. While hearing conveyed
more information regarding manner of articulation, place of articulation was best conveyed

by vision. This was confirmed in a later study by Dodd (1977).

However, Dodd (1977) pointed out that the setting up of visually contrasting categories
with the use of CV syllables may not provide much information about the role of vision
in speech perception. There seem to be some indications (Heider and Heider, 1940) that
the visual discrimination of individual consonants is not related to general speech-reading

ability:

It is probable that hearing subjects not only code information about how words
sound, but also about how they look when they are said. That is, a task
requiring the speech reading of words is a visual-recognition task, involving
processes other than those used for the visual discrimination of CV syllables.

(Dodd, 1977, p. 32)



I consider the visual discrimination of consonants as a “low level” of speech-reading that
can indeed tell us much about the role of vision in speech perception. This will be demon-

strated by the McGurk effect studies in the following sections.

2.2 McGurk and MacDonald (1976)

We have seen some of the studies that prior to the McGurk effect had already emphasised
the visual component of speech. This section concentrates on the actual discovery of the

McGurk effect and the report by McGurk and MacDonald (1976).

McGurk and MacDonald (1976) investigated the role of visual information in speech per-
ception by native speakers of British English. They created a set of audio-visual speech
stimuli to establish which modality would dominate at different developmental stages and,
as an innovation from previous visual studies, they incorporated a discrepancy that would
become the key to the McGurk effect. They recorded a woman’s head pronouncing English
syllables and then manipulated the recording to create different combinations of matched
and mismatched audiovisual stimuli. That is, some of the stimuli were dubbed so that
what subjects heard did not match the lip movements of the speaker on the video record-
ing. Their first observation from the discrepancy introduced was that when auditory /ba/
was dubbed onto lip movements for /ga/, normal hearing adults reported hearing /da/
(see Figure 2.1). When the reverse order was used, i.e. /ga/ dubbed onto /ba/ lip move-
ments, a majority reported hearing blends such as /bagba/ or /gabga/. When subjects
listened to the stimuli without the video recording or when they watched a recording in

which there was no discrepancy, they reported the syllables accurately as /ba/ or /ga/.

McGurk and MacDonald realised the important implications of this finding for the un-
derstanding of speech perception and prepared new materials to confirm and generalise
their original observations. Lip movements were recorded for the utterances ba-ba, ga-ga,
pa-pa, ka-ka, repeating each utterance once per second, and the following combinations

were made:
1. auditory ba + visual ga
2. auditory ga + visual ba

3. auditory pa + visual ka



4. auditory ka + visual pa

Picture Soundirack

Viiewer hears
sound as
“da”

Figure 2.1: The McGurk effect. From Bruce and Young, 1998, p. 207.

Subjects, including children and adults, were individually tested under two conditions:
Auditory-visual (subjects watched the video and repeated what the woman said) and

auditory only (same task but facing away from the screen).

Under the auditory-only condition accuracy? was high; under the auditory-visual condition
there were substantial errors. Responses under the second condition were classified for
analysis into the following categories:

Auditory The response matched the auditory input.

Visual The response matched the visual input.

Fused The discrepant information from both inputs was transformed, in the response,

into something new that was not present in either modality.

2Since they were instructed to identify what they heard, a response was considered correct when it was
an accurate repetition of the auditory input.



Combination Both inputs were combined into a new utterance containing relatively

unmodified elements from each modality, e.g. /gabga/ for auditory ga + visual ba.

The results showed that the original observation was highly replicable: 98% of adult
subjects gave fused responses to the auditory ba + visual ga stimuli, and 59% gave com-
bination responses to its complement. It also proved to be generalisable, at least to other
stop consonants. But with both children and adults the effects were more pronounced

with the original ba/ga pair.

In their paper, McGurk and MacDonald offered a good interpretation of perceiving the
fusion and combination responses above. To understand the perception of /da/, given
auditory ba + visual ga, it is important to notice that middle and back places of artic-
ulation are not visually discriminated. That is, under a visual-only condition we cannot
differentiate da from ga and this is why /d/ and /g/ usually fell into the same viseme in
the studies we saw in the previous section. Therefore, the information available to the
subject in this case is: visual ga or da, and auditory ba. The latter shares some com-
mon features with /da/ because both are front consonants. A fused response /da/ to this
combination of stimuli can then be understood as responding to the information which
is common in both modalities. Using the same reasoning, McGurk and MacDonald ex-
plained the combination responses as responses to two modalities in conflict that have no
shared features—auditory ga + visual ba. Subjects then had no way of deciding between
the two sources of information and therefore produced a combination of the two, such as
[babga]. That seemed to be a good interpretation at the time, but it is a rather simple

account of the findings. Later, they admitted:

Unfortunately, such speculation, although it accounted for the immediate find-
ings, goes only a little beyond the level of description and has no predictive

power whatever. (MacDonald and McGurk, 1978, p. 154)

Although they obtained statistically significant results, McGurk and MacDonald thought

the data alone failed to testify to the powerful nature of the illusions:

We ourselves have experienced these effects on many hundreds of trials; they do
not habituate over time, despite objective knowledge of the illusion involved.
By merely closing the eyes, a previously heard [da] becomes [ba] only to revert

to [da] when the eyes are open again. (McGurk and MacDonald, 1976, p. 747)



Two years later MacDonald and McGurk (1978) obtained new results that confirmed the

generality of their findings.

The effect discovered—known thereafter as the McGurk effect— was a landmark in the
history of speech perception research because it clearly demonstrated an influence of vision
upon speech perception. Previous studies on the contribution of visible speech had not
always used an auditory input, or this input was degraded by noise or presented to hearing-
impaired listeners. McGurk and MacDonald not only used visual information paired with
perfectly intelligible sounds but they also set a contrast between the two channels. It was
this simple technique that led researchers to a new understanding of the mechanisms of

speech perception.



Chapter 3
Factors affecting the McGurk effect

Previous literature on speech perception did not offer any clues as to the process underlying
the McGurk effect and thus many questions arose: Are such illusions only found in the
perception of consonants? Are infants also susceptible to the McGurk effect? Is there a
McGurk effect for real words rather than syllables? In this chapter I will review some
studies investigating the factors of the McGurk effect in order to answer some of the
questions that it elicited and to show how this new phenomenon became a useful tool for

the study of speech perception.

3.1 Vowels

3.1.1 Vowels/Consonants

Obviously one of the questions that arose was whether the McGurk effect was only found
in the perception of consonants or also in vowel perception. A good answer was provided
by Summerfield and McGrath (1984). They created three vowel continua with ten equal
steps each: from booed to bard, from bard to bead, and from bead to booed (see Figure 3.1).
These sounds were presented in synchrony with videotapes of faces saying either of the two
syllables at the end of each continuum. Subjects’ task was to report what they heard as
one of the ends of the continua. It is precisely this technique that I used in the experiment

reported in Part II.

If the boundary between the end points of the continua was shifted depending on the visual
presentation, then a McGurk effect would be demonstrated for vowels. For instance, if
the middle sound of the booed-bard continuum was judged as booed when it was paired

with visual booed, but was judged as bard when paired with visual bard, then clearly lip

10



movements had an influence on the perception of these vowels.

The responses showed that perception of the sounds was influenced in the direction of
the accompanying visual cues, even when subjects detected the discrepancy and reported
only what they heard. Therefore, Summerfield and McGrath concluded that the McGurk
effect also occurred in the perception of vowels. In this case it was not demonstrated by a
new percept created from the combination of audio and visual information, but by simply

a bias towards either of the ends of the continua.

BEAD

kHz

BOOED = BARD

4 1 - -
75{ A\ B 430 { /\,_\
125 +10 { | N
%5 R ... o 7 ISR, & |

Fundamental Frequency Intensity

Figure 3.1: Summerfield and McGrath (1984) demonstrated a McGurk effect for vowels using a
continuum with ten equal steps between booed and bard, bard and bead, and bead and booed. From
Bruce and Young, 1998, p. 207.

3.1.2 Vowel context

Going back to the perception of consonants, we know that the acoustic information for
phonetic segments varies depending on the vowel context (Dorman, Studdert-Kennedy,
and Raphael, 1977). Green, Kuhl, and Meltzoff (1988) investigated whether this variation

might influence the degree to which the auditory and visual inputs are combined in the

11



McGurk effect. They examined the McGurk effect across three vowel contexts—/i/, /a/
and /u/—Dby creating stimuli combining visual gi, ga, and gu, with auditory bi, ba, and bu.
The results obtained showed a high number of /d/ responses (the McGurk illusion) for the
/i/ environment, moderate for /a/ and almost none for /u/!. Green et al. suggested that
visual influence in speech perception may vary according to the salience of the articulatory

gesture for a specific consonant in the context of a particular vowel.

In conclusion, there is a McGurk effect for vowels and vowel context affects the magnitude

of the effect for consonants.

3.2 Age: Infant studies

Another factor that might affect the magnitude of the McGurk effect is age. Different
studies have investigated at which stage children learn to use visual information as an aid
to the perception of speech. For example, Dodd (1979) reported that 10- to 20-week-old
infants fixated a talker longer when there was synchrony between the voice and the lip

movements than when these were asynchronous.

Further evidence was found for infants’ auditory-visual abilities. Dodd and Burnham
(1995) investigated whether infants could combine auditory and visual information, rather
than just match it, to produce a McGurk percept. After testing infants between 17
weeks and 20 weeks with live dubbing presentations of the syllables /ba/, /ga/, /da/
and /da/, they concluded that 18-week-old infants do combine auditory and visual speech
and perceive the McGurk effect. Further research (Rosenblum, Schmuckler, and Johnson,
1997) suggested that English-exposed infants were visually influenced in the same way as

adults.

It is interesting, but not completely unexpected, that infants are also influenced by visual
stimuli and show a McGurk effect. They probably rely on the visual information because
they are still in the process of acquiring a language and have not yet properly learned the
sounds of that language. They may also be used to receiving a visual input for speech,

since most communication with infants is performed face to face.

!Green explained later (Green, 1995) how in other studies robust McGurk effects were obtained in a
/a/ environment and, thus, suggests that the difference between the /a/ and /i/ vowel contexts in their
1988 experiment may have been due to characteristics of the stimuli used.

12



3.3 Incongruities

Different incongruities between the auditory and visual signals have different effects on the
integration of these signals in speech perception. As Green (1995) points out, examining
how the perceptual system deals with these discrepancies “can often provide insight into
the inter-modal organisation that underlies normal perception” (pp. 59-60). Below I will
discuss some of the discrepancies that have been studied in relation to speech perception

and the McGurk effect.

3.3.1 Gender

Green, Kuhl, Meltzoff, and Stevens (1991) introduced a discrepancy between the gender
of the faces and voices of the speakers presented. The responses to these stimuli were
compared to the results obtained for a similar video-recording in which there was no gender
discrepancy between faces and voices. The analysis indicated that such a discrepancy does
not affect the magnitude of the McGurk effect. To account for the possibility that these
results were due to particular characteristics of the speakers presented, new stimuli were
created by dubbing the same faces with different voices. Again, even though there was
a clear incompatibility between faces and voices, the magnitude of the McGurk effect
was not influenced by the incongruity and the conclusion was that “auditory and visual
phonetic information is integrated even when the two inputs could not have been derived
from a single, biological source” (p. 534). However, this is not always the case with other

types of incongruities, as [ will show below.

3.3.2 Known/Unknown faces and voices

We saw above that the McGurk effect seems to be insensitive to a discrepancy between
the faces and voices with respect to gender. However, Walker, Bruce, and O’Malley (1995)
found something different with respect to identity. In order to analyse susceptibility to the
McGurk effect and the effects of facial identity processing, they used faces that were either
familiar or unfamiliar to subjects and combined these faces with voices so that they were:
from the same person, from a different person from the same sex, or from a different person

of the opposite sex. Contrary to the functional model of face processing by Bruce and

13



Young (1986) predicting the independence of facial speech from facial identity processing,
the results obtained by Walker et al. (1995) showed that familiarity reduced the McGurk
effect when faces and voices were incongruent with respect to talker characteristics. That
is, if the face of a very familiar person was combined with a different voice, the fusion

between the face and voice inputs was less than when the face was unfamiliar.

If these results are considered strong enough, we can conclude that, on the one hand,
facial identity and facial speech processing are not entirely independent, and on the other,
familiarity is one of the factors affecting the McGurk effect. This factor was controlled for
in the experiment reported in Part II. In order to avoid incongruity between the faces and

voices I made sure that the two faces were unknown to all the subjects.

3.3.3 Face Orientation

We should consider face orientation as another factor that may affect the integration of
audiovisual information and therefore the McGurk effect. Some studies have shown that
inverting a face impairs its recognition (see Diamond and Carey, 1986). Since the visual
information in bimodal speech perception comes from the talker’s face, it seems natural
to think that face processing could play a role in how this information is integrated with

the auditory signal.

Green (1994) investigated the impact of inverting the speaker’s face on the McGurk effect.
He used the congruent stimuli from the Green et al. (1991) study (section 3.3.1), but this
time the visual stimuli were presented on an inverted position for half of the subjects and a
normal upright position for the other half. Not surprisingly, the inverted position reduced

the McGurk effect.

In order to explore further the link between face and audiovisual speech perception, Yakel,
Rosenblum, Green, Bosley, and Vasquez (1995) manipulated independently the orienta-
tion of the lips and the face. Confirming the results above, they found that the whole
inverted face produced a small but reliable decrease in the McGurk effect. And, more
importantly, the upright face — inverted lips conditions showed a much larger reduction of
the visual influence on the auditory stimuli. This is consistent with another face percep-
tion effect, the Thatcher effect (Thompson, 1980), in which both an inverted face and an

inverted face containing upright eyes and mouth are perceived as looking reasonably nor-

14



mal, but an upright face with inverted eyes and mouth is perceived as looking grotesque

(see Figure 3.2).

In the present study I avoided any incongruities derived from face orientation.

Figure 3.2: The Thatcher illusion. The upside-down face (with upright eyes and mouth) looks
reasonably normal. However, the same face in an upright position gives a very different impression.
From Bruce and Young, 1998, p. 160

3.3.4 Synchronisation

Another type of incongruity that has been investigated in relation to the McGurk effect
is the timing relation between the auditory and the visual signals. Replicating previous
findings, Gerdeman (1994) showed that asynchronies ranging from an auditory lead of 225
ms to a lag of 225 ms did not affect the McGurk effect.

Munhall, Gribble, Sacco, and Ward (1996) also studied the temporal constraints of the
McGurk effect on three different experiments. In the first experiment they found that
subjects were influenced by the visual stimuli even when the auditory signal lagged the
visual stimuli by 180 ms. In the second experiment the authors combined visual and
auditory stimuli produced under different speaking conditions: fast, normal, and clear.
Subjects’ perception was affected by these mismatches and showed a tendency to produce
more McGurk responses when the stimuli were better matched in terms of these conditions
than when they were mismatched. The techniques of these two experiments were combined

in the third one. The results showed a similar pattern to the second experiment. As regards

15



the delay, it did not cause different patterns of results for the different combinations.
Munhall et al. (1996) concluded that “perceivers may be sensitive to the concordance of
the time-varying aspects of speech but they do not require temporal coincidence of that

information” (p. 351).

3.4 Semantics

In the audiovisual experiments presented so far in this paper, researchers demonstrated
the influence of vision on speech perception, affected more or less by different factors.
However, Easton and Basala (1982) questioned the reliability of previous findings and
analysed the reverse effect, that is, an influence of auditory information on the recognition
of visual speech. Their argument was that in those studies subjects were presented with
CV syllables rather than complete words and that their task was to report what they
heard:

Logically, no effects other than visual bias could be demonstrated under these

circumstances (Easton and Basala, 1982, p. 563).

In their experiments, Easton and Basala used monosyllabic and compound words, instead
of nonsense syllables, and they asked their subjects to report what they heard or saw.
Contrary to previous findings, Easton and Basala found that discrepant visual speech
information did not influence auditory speech recognition and that there was a strong
reverse effect, that is, a strong influence of acoustic signals on judgments of mouthed

words.

Therefore, according to Easton and Basala we should consider semantics as another factor
that may influence the integration of auditory and visual information in the perception
of speech. In particular, what they claimed was that real words would not elicit McGurk
responses. However, Dekle, Fowler, and Funnell (1992) followed up on their report (Easton
and Basala, 1982) and demonstrated the unreliability of those findings. They criticised
the stimuli used by Easton and Basala because sometimes they failed to provide visually
discrepant information about place of articulation, and they hypothesised that with a
different set of real words having a clear discrepancy in place of articulation between the

auditory and the visual information, a McGurk effect would be obtained in the same way

16



as for non-words. Indeed, they found a strong McGurk effect, and a weak reverse effect,

for a set of real monosyllable words that had such a discrepancy.

Considering semantics as a factor that may influence the magnitude of the McGurk effect,
I agree with the conclusion by Dekle et al. (1992) that the conditions under which the
effect occurs must be described phonetically, not lexically. In fact, I used real words in my
experiment with the belief that this would not affect the magnitude of a possible McGurk
effect. I do not deny, however, that the semantics and context of a word may influence

the integration of auditory and visual information in some circumstances.

3.5 Kinematics

Using a point-light visual display technique, Rosenblum, Johnson, and Saldana (1996)
proved that isolated kinematic properties of visible speech can provide information for
speech-reading and improve comprehension for adults with normal hearing. In this tech-
nique kinematic facial information is isolated by darkening a face and attaching reflective
dots to various articulators so that only these moving dots can be seen. Their results
suggested that facial point-light displays enable observers to distinguish various vowels,

consonants, and sentences and to identify many consonantal viseme categories.

In another study Rosenblum and Saldana (1996) tested whether these point-light stimuli
would influence heard speech in the same way as traditional McGurk studies had demon-
strated, and whether static fully illuminated images could have the same influence. They
used different types of video displays dubbed with discrepant auditory syllables: a dy-
namic fully illuminated display of a speaker’s face in contrast with a darkened display
with only some reflective points visible; and the illuminated face above in contrast with a
static image taken from a frozen frame of the same display. The point-light articulating
faces proved to have an influence on the perception of auditory speech and, although the
static image also showed this influence, they concluded that the influence of the static
stimuli was not truly perceptual in nature but post-perceptual instead (or simply a result

of subjects’ misunderstanding).

Following their interpretation of these results, we could conclude that kinematics is one

of the factors affecting the McGurk effect, i.e. kinematic images affect the auditory per-
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ception of speech but still ones do not. In the present experiment, however, due to time
constraints I could not prepare video displays and therefore I used photographs instead.
It is very likely that static images will not integrate with the auditory signal to the same
extent as dynamic ones, but this does not mean that we cannot expect from them any
visual influence of the kind we have seen so far. On this point it is interesting to men-
tion an experiment by Campbell, de Gelder, and de Haan (1996) that investigated the
lateralisation of lip-reading using still face pictures as visual stimuli. Contrary to their
expectations, Campbell et al. found evidence for a left hemisphere advantage in matching
these still faces for speech sounds. Although this is a different task to the one subjects
performed in the present experiment, it nevertheless gives some support to the use of
such technique together with the fact that Rosenblum and Saldana (1996) did find some

influence of static images (although it was not interpreted as a perceptual influence).

3.6 Cultural and Linguistic factors

The studies that we have seen so far have all dealt with the English language and with
native listeners of English. But there are also studies on the cultural and linguistic factors

of the McGurk effect using other languages and subjects from other cultural groups.

Sekiyama and Tohkura (1991) investigated whether the McGurk effect could be extended
to Japanese subjects listening to Japanese syllables. They used ten Japanese syllables in
noise-free and noise-added conditions and asked subjects to identify them as heard speech
in both conditions. To measure the intelligibility of the auditory stimuli the syllables
were presented as audio-only stimuli; then they were combined with the visual stimuli
from a videotape. Their results showed a very small McGurk effect in the noise-free
condition, almost limited to auditory stimuli with less than 100% intelligibility. On the
contrary, in the noise-added condition there was a very strong and widespread McGurk
effect. This showed that the “Japanese McGurk effect” is much more difficult to induce
than the English one and led Sekiyama and Tohkura (1991) to raise the auditory intelligi-
bility hypothesis, which stated that the Japanese did not incorporate visual cues in speech

perception unless auditory intelligibility was less than 100%.

In a later study (Sekiyama and Tohkura, 1993) they extended the conditions and used as
subjects Japanese and English speakers listening to both Japanese and English syllables.

18



The results confirmed the above finding.

The fact that the Japanese showed a weaker McGurk effect could be attributed, as
Sekiyama and Tohkura (1993) suggested, to a different perceptual processing system:
vision-independent as opposed to the vision-dependent processing of Americans. They sug-
gested this may be due to the fact that the Japanese language has a simpler phonological
structure that may enable listeners to discriminate a syllable without visual information.
Alternatively, they made a good point proposing another possible reason associated to a
simple cultural difference: while Americans commonly look at a speaker’s face, Japanese
do not because in their culture this may be regarded as impolite. On the same line,
Sekiyama (1997) suggested that the similar behaviour of Chinese subjects, who showed a

reduced McGurk effect as well, was due to their cultural similarities with the Japanese.

However, Massaro, Cohen, Gesi, Heredia, and Tsuzaki (1993) reported McGurk effect
responses for native speakers of Japanese, Spanish and English. They argued that since
language processing seemed to be similar across the three language groups, the underlying

mechanisms for speech perception should be similar as well across language and culture.

Hardison (1996) explored the factors affecting the McGurk effect in native speakers of
Japanese, Korean, Spanish and Malay who were advanced learners of English as a Second
Language and suggested that the first language of the subjects had an effect on the integra-
tion of audiovisual stimuli, because it influenced the relative information value of the cues
and the assumption of perceptual unity. In general, for native speakers of English visual
significant effects on audition were only demonstrated in noise (unlike previous studies),

whereas for the non-natives these effects also occurred in a noise-free condition.

Fuster-Duran (1995) found that German and Spanish perceivers were influenced by the
visual information from a speaker. Just as in the study by Sekiyama and Tohkura (1993),

subjects were more visually influenced when they were presented with non-native stimuli.

In conclusion, there have been studies demonstrating the McGurk effect in different lan-
guages and to different extents, but to my knowledge, there are no studies done using
foreign-accented language. It would be interesting to investigate the integration of visual
and auditory information in the perception of foreign accents and the possible perceptual
interactions that may arise from there. In the present experiment I introduce some expec-

tations about Spanish (or Mediterranean) accent in English as a bias in the perception of
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English words.

3.7 Loudness

There is evidence suggesting that the influence of the visual cues on the auditory stimuli
depends on the speech sound. In particular, Kuhl, Green, and Meltzoff (1988) found
that the auditory level was an important factor in the integration of auditory and visual
information. They observed that, during presentation of visual ga + auditory ba, an
increase in the loudness of the auditory signal produced a greater visual effect, that is,
more illusory da responses (the McGurk effect). In order to control for this, I adjusted the
level of the auditory stimuli I presented so that they were perfectly audible and constant

for all the subjects.

Below, I will mention a study by Rosenblum and Fowler (1991) related to loudness not so
much as a factor influencing the McGurk effect but as proof of the influence of vision on

audition.

The loudness-effort hypothesis

Lehiste and Peterson (1959) claimed that loudness judgments of speech sounds are based on
perceived vocal effort and not on acoustic intensity, and later other researchers, e.g. Lade-
foged and Mckinney (1963), found supporting evidence. Rosenblum and Fowler (1991)
tested Lehiste and Peterson’s claim, which they refer to as the loudness-effort hypothe-
sis, in a study using conflicting audiovisual presentations of CV syllables with different
efforts. A male speaker was videotaped producing the syllables /ba/ and /bu/ with four
different degrees of effort. In contrast with previous experiments, the image showed the
entire upper torso of the actor against a white background, so that the diaphragm and the
upper-articulator movements could easily be seen. Their results demonstrated that loud-

ness judgments can actually be influenced by visual information for physiological effort.

This finding is important because it not only emphasises the contribution of the visual
input to speech processing, but it also demonstrates that the visual information we perceive
when we process speech is not just concentrated on lip movements but goes far beyond

that. This is something that we must bear in mind in order to understand the design of
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the present experiment.

3.8 Summary

In Chapter 2 we saw how although speech-reading studies before McGurk and MacDonald
(1976) already pointed to the importance of vision on the perception of speech, the most
impressive demonstration of the integration of visual information into speech perception
was the discovery of the McGurk effect. In Chapter 3 we have seen how the integration
of auditory and visual information in the perception of speech was investigated using the
discrepancy technique that became so important after the McGurk effect. Similarly to
McGurk and MacDonald (1976), the discrepancy introduced in these studies was between
the auditory signal and the accompanying lip movements (although sometimes they added
incongruities between other domains to find out how these would affect the magnitude of

the effect).

However, other types of discrepancy can be used to study the influence of vision on audi-
tory perception. Rosenblum and Fowler (1991) (see above) did not follow the “traditional”
technique in which lip movements for a syllable are dubbed with a different syllable. Never-
theless, this study also falls into the category of McGurk effect studies since the technique
is basically the same—to introduce a discrepancy—and the same aim is pursued—to study

the role of the visual channel in audiovisual speech perception.

In Part II, T will present the experiment I carried out arguing for another type of discrep-

ancy that may influence audition: an ethnicity/accent discrepancy.
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Part 11

Possible McGurk Effect Based on
Perceived Ethnicity
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Chapter 4
Introduction to the ethnicity/accent

discrepancy

4.1 Purpose of the present experiment

The general purpose of this experiment was to further support the influence of vision on
speech perception. More specifically, I aimed to provide evidence for a visual influence
of ethnicity information on the perception of the auditory signal. To do this I used the
discrepancy technique as a tool, but contrary to previous studies where this discrepancy
was between the auditory signal and the visual information from lip movements (together
with jaw, teeth and tongue), or even from face and body gestures (Rosenblum and Fowler,
1991), the mismatch I produced was between the accent and the perceived ethnicity of the

speaker.

By using a vowel continuum I tried to support a McGurk effect for vowels (Summerfield
and McGrath, 1984). Furthermore, contrary to Easton and Basala (1982), I aimed to
demonstrate the McGurk effect with real words using peep and pip as stimuli. More
importantly, trying to prove the influence of vision on audition in speech perception by
demonstrating the visual influence of ethnicity information, I aimed to defend the view
that the influence of vision is not restricted to lip movements, but goes far beyond that.
As I mentioned in the previous chapter, Rosenblum and Fowler (1991) demonstrated how
body gestures for physical effort influenced judgments on the loudness of auditory syllables.
If I could find influence of ethnicity information on the perception of the vowel continuum
I used, then I would have found evidence for visual influence of a type of information that

is more related to sociocultural aspects.

Below, I will explain what I mean by ethnicity information and how I used it, but first I
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will discuss what is relevant about the perception of foreign accent for the present study.

Finally, T will set out the proposed hypotheses.

4.2 The perception of foreign accent: Spanish accented-

English

In this experiment I created a mismatch between accent and face that is closely related to
the notion of foreign accent. As Flege (1984) showed, and as we often experience, it is easy
to detect foreign accents in our native language. Speakers of a second language (L2) make
faulty reproductions of those sounds that are not present in their first language (L1). A
common phenomenon is the inability of learners to produce sound contrasts of the target
language that do not occur in their native language. By a process known as interlingual
identification (Flege, 1988) a sound occurring in L2 but not in L1 is judged to belong to
an L1 category. For instance, speakers of a language whose inventory contains the high
vowels /i/ and /u/ but not /y/ find it difficult to pronounce the vowel /y/ present in
French and they usually replace it by an [i]-like vowel or an [u]-like vowel (Rochet, 1995).
It is unclear whether this accented pronunciation is the result of a faulty perception of the
sound to imitate, or of its faulty production, or a combination of both. Rochet pointed
out how in spite of straightforward articulatory instruction L2 learners often continue
mispronouncing the target sound and usually fail to detect any difference between their
incorrect pronunciation and the intended sound. He suggested this may indicate that the
faulty production is due, at least in part, to its faulty perception, and he conducted an

experiment that gave some support to this hypothesis.

I am not interested here in what causes a foreign accent or in the factors that may affect
it, but rather in the fact that native speakers can easily detect a foreign accent even
when they listen to a very experienced L2 speaker. Indeed it is unsettling to meet an L2
speaker that does not show any foreign-accented pronunciation. In the present experiment
a synthesised standard English accent was combined with the face of a Spanish speaker.
It was assumed that English subjects would know the characteristics of Spanish-accented
English. This assumption was based on observation and evidence from previous studies.
Flege and Hammond (1982) conducted an experiment in which students of the University

of Florida were asked to read English sentences with what they considered to be a Spanish
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accent. Their results indicated that the subjects were indeed able to speak with something
that approximated this accent. Table 4.1 shows the frequency with which certain typical
sounds of Spanish-accented English were substituted for the English target sounds. One
of the frequent substitutions was /i/ for /1/, as in fig, pig, and wig, which were pronounced
with a tense vowel. These are the two vowels I used in the present experiment. Below,
I will give a very brief description of the difference between the two in relation to the

English vs. the Spanish vowel inventory.

Word English| Spanish-accent Frequency of
Target | substitute Substitution
nose, cheese, hose /z/ /s/ 141 (47%)
vice, veil, vase /v/ /b/ 129 (43%)
fig, pig, wig J1/ /i/ 127 (42%)
book, hook, crook /U/ Ju/ 61 (20%)
shell, sheet, sheep 1S/ /¢/ (16%)
bean, phone, bone /n/ /n/ 1 (0%)
tape, tube, toad /t/ /d/ 0 (0%)

Table 4.1: Frequency with which native English students substituted a variant typical in Spanish-
accented English for seven English target sounds in an experiment by Flege and Hammond (1982).
From Flege, 1991, p. 255.

English vs. Spanish vowel inventories

One of the differences between the vowel inventories of English and Spanish is size. While
the English system contains eleven vowels, the Spanish one has only five. But there are also
other differences. Bradlow (1995) recorded male speakers of General American English
and of Madrid Spanish in order to make a crosslinguistic comparison of the acoustic
vowel categories of both languages. The recorded speakers pronounced a number of words
exemplifying the 11 vowel contrasts of English and the five vowel contrasts of Spanish,
and then these vowels were analysed to measure their formant values (see Table 4.2).
The numbers obtained in her analysis for the first and second formants (F1 and F2) in
both languages were similar to other data reported in the literature (e.g. Peterson and
Barney, 1952; Delattre, 1969; Mendez, 1982). One of the crucial points in this comparison
of English and Spanish vowels was that all the vowels of English were generally higher in

F2 than their Spanish counterparts.

The tense vowel /i/ of English does not differ much from the Spanish /i/ and therefore

native Spanish speakers do not find it particularly difficult to pronounce. However, the
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Spanish CVCV English CVC English CVCV

F1 (s.d.) F2 (s.d.) F1 (sd.) F2 (s.d.) F1 (sd.) F2 (s.d.)
i 286(6) 2147(131) [ i 268(20)  2393(239) | i  264(34)  2268(207)
e 458(42)  1814(131) | 1 463(34)  1995(199) | 1 429(20)  1831(173)
a 638(36) 1353(84) | e 430(45) 2200(168) | e  424(39) 2020(149)
o 460(19)  1019(99) |e 635(53)  1796(149) | & 615(60)  1665(143)
u 322(20)  992(121) | = 7TT(81)  1738(177) | & T73(62)  1640(169)
A 640(39)  1354(134) | & 655(43)  1216(75)
a  780(83)  1244(145) | a  783(155) 1182(152)

> 620(72)  1033(135) | o 614(65)  945(83)

o 482(30)  1160(47) |o 473(13)  1094(41)

s 481(36)  1331(171) | v 411(17)  1361(94)
u 326(26)  1238(160) | u  316(43)  1183(153)

Table 4.2: Spanish CVCV, English CVC, and English CVCV mean vowel formants in hertz with
standard deviations in brackets. In Bradlow, 1995, p. 1918.

English laxed vowel /1/ is not part of the Spanish inventory and that is why Spanish
speakers usually replace it by a tense vowel /i/ when trying to imitate it. This is a very
characteristic feature of Spanish-accented English, as was demonstrated by Flege and
Hammond (1982), that can actually be extended to other Mediterranean languages, such

as Italian or Greek.

Below I will explain how the notion of foreign accent is connected with the stimuli used

in the design of the present experiment.

4.3 Ethnicity information

It is not only foreign accents that we can easily detect but also foreign faces. Apart
from the information we obtain from lip movements and gestures when we process speech
there are many other types of visual information that may be integrated with audition
in face-to-face communication. One of these is what I have been calling the “ethnicity

information” perceived from the facial features of a speaker.

The face forms an important source of social signals and is crucial in speech-reading tasks
for the hearing impaired. But even those with normal hearing benefit from these signals
and combine them with audition in speech processing. We have seen how faces tell us

about the sex of a person and about their identity—whether they are familiar to us or
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not. They also give us clues about where they may come from so that based on their
facial features we can categorise individuals into different racial groups (see Bruce and
Young, 1998; Enlow, 1982). If this information is also integrated with the auditory signal
in audiovisual speech perception, then it seems natural to think that it can affect the

perception of this signal.

In this experiment synthetic English words with an i/1 contrast were presented with two
different speaking faces: a face with Anglo features and a Spanish one with clear Mediter-
ranean features. Bearing in mind the above example of a typical feature of Spanish-
accented English we can imagine that the Spanish face would not be expected to pronounce
the vowel /1/ correctly but to substitute it by /i/ instead. Therefore, the mismatch arises
from the combination of a clear “RP” English accent (containing the /1/ vowel) with a

Spanish face.

Here it is important to clarify that although I have described the ethnicity /accent dis-
crepancy as a Spanish/English contrast, respectively, it is possible that subjects perceived
the Spanish face as being Italian or Greek, for instance, due to the physical similarities
between these ethnic groups. Even then, this would still produce the expected effect since,
as was mentioned above, that feature of Spanish-accented English can actually be applied

in general to what we could call Mediterranean-accented English.

4.4 Hypotheses

This study investigated the visual influence that perceived ethnicity of faces would have
on the perception of speech. The design, described in more detail in the following chapter,
included two sets of auditory stimuli: a peep-pip continuum in six steps and a meat-neat
series (with three different tokens of meat and three of neat). Both sets were synthesised
with the values of a standard English accent. These stimuli were presented under different
visual conditions: pretest (auditory-only), Mediterranean face, Anglo face, Cartoon face
and post-test (auditory-only). Subjects were asked to judge the stimuli as peep or pip and

as meat or neat for each of the sets.

First of all, it was predicted that subjects, who were English, would not perceive the “An-

glo” face as foreign and would place the boundary in the /i/-/1/ continuum approximately
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in the middle. However, on presentation of the Spanish face they would be biased by this
visual stimulus and the boundary would be shifted towards the /i/ end of the continuum,
which is the sound that Spanish speakers pronounce more often. Second, it was predicted
that the meat-neat series, where the same vowel appears for all the tokens and the con-
trast /m-n/ is irrelevant, would not show such effect. Finally, it was also predicted that,
considering the different order of the visual stimuli between six groups of subjects, this
shift of the boundary would persist in the post-test for those subjects who received the

Mediterranean face last.

H; More /i/ judgments for the vowels of the continuum in the presence of a Mediter-
ranean face than in the presence of an Anglo face or a cartoon face (auditory xvisual

interaction).

H; The change is specific to a linguistically relevant contrast i/1; no change will occur on

an irrelevant contrast m/n.

Hj3 Difference in pretest and post-test due to the extension of the effect for the order in

which the Mediterranean face comes last (auditory x visualXgroup interaction).
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Chapter 5

Experiment Report

5.1 Methodology

5.1.1 Subjects

A total of 18 subjects were recruited for this experiment—14 males and 4 females. Of
these, 15 were postgraduate students at the University of Edinburgh and 3 were members
of staff. They were within an age range of 20-39 years and had normal hearing and
corrected-to-normal sight. All of them were native speakers of English and were selected
so that they had a similar standard Southern English accent (“RP”). They were paid a

small amount for participation.

5.1.2 Stimuli

The stimuli are divided in two types: auditory and visual.

Auditory Stimuli

Auditory stimuli consisted of a synthetic vowel continuum in six steps, /pip/—/plp/, and
another series containing three /mit/ and three /nit/. Both series were taken from the
recording of a male American English speaker. The speaker was a linguist and could
control for certain differences between American and British English accent. The synthesis
was done using the Entropics WAVES+ speech analysis software on a SUN workstation.
For the /pip/—/pilp/ continuum the F1 and F2 values of a natural /i/ vowel with an F0
between 156.7Hz and 102.9Hz were substituted by the following values: 280Hz (peep1),
300Hz (peep2), 320Hz (peep3), 340Hz (peep4), 360Hz (peeps), 380Hz (peep6). These

vowels were inserted between the natural /p/ consonants from the recording. Labial stops
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were used because these would have less effect on the formant transitions of the vowel.
The same /p/ was used for final position in the six stimuli. However, two different /p/
were used as initial consonant: one taken from a natural peep (for the first three items
in the continuum) and one from natural pip (for the last three items). Although this
procedure would probably bias the boundary in the continuum, it was followed in order
to avoid incongruence between the vowel and the consonant (that already contains some

values of the following vowel).

The length of the resulting synthetic vowels was 110 ms and the whole synthetic word was
237 ms. Although /i/ is usually a longer vowel than /1/, the same length was used for all
the vowels in the continuum so that subjects would not get any cues from length for their

judgments.

I do not refer to meat—neat as continuum because this was just a series of three tokens
of meat and three of neat that were resynthesised from six natural speech tokens without
changing any values. The length of these words ranged between 399 ms and 324 ms, and

the vowels ranged between 104 ms and 92 ms.

All the auditory stimuli were converted from ESPS to AIFF format and then to Sound
Design II format as required by Psyscope, the program in which the experiment ran.
Unfortunately, in the process of conversion the first consonant in the meat-neat series
acquired background noise. This was removed but the sound was degraded, making it
very difficult to differentiate between a meat and a neat. Although they became irrelevant
to the experiment and were not analysed, these stimuli were kept in the design because

they still served their original purpose as distractors.

Visual Stimuli

Three images were presented as visual stimuli: two photographs and the drawing of a

cartoon “smiley”.

An Anglo-American male (Figure 5.1) and a Spanish one (Figure 5.2) were photographed
with a digital camera. Both were in their mid-twenties and had distinct Anglo and Mediter-

ranean facial features. None of the subjects recognised either of these two faces.

The colour photographs showed the models’ head and shoulders, with open lips in a
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Figure 5.1: Anglo face

similar neutral articulatory position between /i/ and /1/. They were both presented on

the monitor screen in 3.20 x 2.40 in. size.

The third visual stimulus was a smiley face (used as a control) drawn with a Microsoft
graphics program (Figure 5.3). The face was of yellow colour and was presented in the

same size as above.

5.1.3 Design

Originally, one of the factors in the design of the experiment was the order in which
subjects received the two sets of stimuli peep—pip and meat-neat, i.e. whether they listened
to peep—pip first and then meat-neat or viceversa. The peep—pip continuum was the main
set of stimuli, the one in which I expected to find some effect of the visual stimuli on the
perception of the auditory stimuli. The meat-neat series was meant as a distraction for
subjects in order to avoid saturation. However, as I explained above, meat-neat had to
be discarded from the analysis. Nevertheless, since the main continuum was maintained,

this did not affect the results.

There were three sections: the first section contained the instructions and practice; section
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Figure 5.2: Mediterranean face

2 presented the peep—pip or the meat-neat set of stimuli; and in section 3 the remaining
set was presented. In this way all the subjects received all the stimuli. For simplicity
purposes I will describe the rest of the design below without mentioning the meat-neat

series, since it is not relevant for the analysis of the results.

A repeated measures design was employed to test the judgments that subjects would make

on the stimuli. Three factors were manipulated:

1. Face order (between subjects)

This was a grouping factor with six conditions which consisted of six groups with
different order of presentation of the visual stimuli. Three different subjects were

allocated in each of these six groups which were made by a Latin square as follows!:

e Group 1: med-ang-car
e Group 2: ang—car—med
e Group 3: car-med—ang
e Group 4: ang—med—car

e Group 5: med—-car—ang

! Abbreviations: med is Mediterranean, ang is Anglo, and car is Cartoon.
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Figure 5.3: Cartoon Smiley

e Group 6: car-ang—med

2. Visual stimuli (within subjects)

This was a repeated measure that had five conditions: pretest (auditory only),

Mediterranean face, Anglo face, cartoon smiley, and post-test (auditory only).

3. Auditory stimuli (within subjects)

This was a repeated measure with six conditions which consisted of six different
auditory stimuli that made up the vowel continuum between peep and pip. 1 refer
to these as peepl, peep2, peep3, peep4, peepd, and peep6, where peepl is the most

peep-like stimulus and peep6 is the most pip-like stimulus.

Each subject heard each stimulus five times in each visual condition, and in each condition
five separate randomisations of the 6 stimuli were presented. Subjects’ task was to judge

each stimulus as peep or pip.

The dependent variable measured in this experimental design was the number of /i/

(i.e. peep) judgments that subjects made.
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5.1.4 Procedure

The experiment was conducted in the experiment lab of the Department of Linguistics,
University of Edinburgh. Subjects, who were tested one at a time, sat inside a booth
and in front of a Macintosh computer, approximately half a meter from the screen. The
auditory stimuli were presented over headphones and the visual stimuli appeared on the
screen. First they received written instructions on the screen (see Appendix) and a set of

practice items (section 1) and then came the two remaining sections.

Section 2 and 3 had a similar structure. They started with the pretest (with no face) in
which the five randomisations of the auditory stimuli were separated by break screens. In
each randomisation, subjects heard a word and saw two squares on the screen (red and
green) representing the buttons on a button box beside them and labelled with the words
peep and pip or meat and neat. They provided their answer by pressing the corresponding
button on the button box. After the pretest followed the visual conditions with an image
to look at (in different order for each of the six groups). The difference here was a face
presented above the labelled squares on the screen. Subjects were instructed to look at the
face as they listened to the words. The section ended with a post-test condition similar

to the pretest.

After each picture there was a delay of 50 ms until the sound started playing. The picture
remained on the screen until a response was given, whereupon the screen cleared. Then

there was an inter-trial interval of 300 ms before the next picture was delivered.

Subjects were not informed of the nationality of the models in the photographs. Reaction

time was not measured and subjects completed the task in 15 to 20 minutes.

5.2 Results

Two separate ANOVAs by subject and two Scheffé tests were performed on the set of
data obtained from the 18 subjects. The results of these tests are described below. No
ANOVA by materials could be done because, as I have already mentioned, one of the two

sets of materials that were originally part of the design had to be discarded.

The independent variables for the first ANOVA were: group (with six conditions), visual
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(five conditions), and auditory (six conditions). The dependent variable was the number

of /i/ judgments (out of five) that subjects made on the stimuli.

As they were designed to do, auditory stimuli proved to differ in their ability to attract /i/
judgments (F(5,60) = 488.72, p < .0001). A Scheffé test showed that the mean number
of such judgments was significantly greater for peep! (means = 4.83), peep2 (means =
4.78) and peep3 (means = 4.61) than for peepj (means = 0.98), peep5 (means = 0.11),
and peep6 (means = 0.10) (see graph in Figure 5.4).

There was a significant interaction between visual and auditory (F2(20,240) = 4.66, p <
.0001). However, the influence of the visual stimuli on the auditory was not as predicted.
There were more /i/ judgments in the pretest than in the other visual conditions, but not
more /i/ judgments for the Mediterranean face than for the Anglo or cartoon conditions

(see graph, Figure 5.4). There were no other significant interactions.

Mean Scores

pre ang med car post
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fil judgments

Figure 5.4: This graph shows the mean number of /i/ judgments for the six groups.

The effect of the visual stimulus on the auditory was restricted to stimulus 4, which had
been designed to be just on the /1/ side of the /i/—/1/ boundary. A Scheffé test showed
that the /i/-score for peepj fell for 5 of the 6 subjects whose first face condition was the
Mediterranean face. The scores for the Anglo and the cartoon smiley were four and three,
respectively. A new analysis of variance was performed to test the interaction of auditory

peep/ with the first visual stimulus that was presented to subjects.

There were two independent variables in this analysis: first face (between subjects) and
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visual (within subjects). First face had three conditions corresponding to the different
visual stimuli presented, i.e. med, ang, and car. Visual had two conditions: the pretest
and image, which represented the scores for peep4 in the pretest and in presentation of the
first face, respectively. The dependent variable tested was the number of /i/ judgments

for peep4.

The main effect of the visual factor was significant (F3 (1,15) = 1.17, p < 0.01), but it
was not the expected effect. There were more /i/ judgments in the pretest (means = 1.78)
than in presentation of the first face (means = 1.05), rather than a change in the number

of judgments for one of the first face conditions as compared to the other two.

There were no significant interactions.

5.3 Discussion

The results of the data collected did not confirm the proposed hypotheses. This suggests
that there is no effect of ethnicity information from the face on the perception of speech,
but it could also indicate that the experimental design was inappropriate. I will discuss
this further below. But first I will explain the effects found that were not included in the
hypotheses.

There was a significant effect of the auditory factor. However, this is not a relevant finding,
because the auditory stimuli were designed as a continuum in six steps from peep to pip
and therefore it is natural that the judgments for each of them varied. Having said that,
at least this proves that the design of the auditory stimuli was done appropriately to

represent that continuum.

As regards the interaction between visual and auditory, the only effect was a decrease in
the number of /i/ judgments for peep from the pretest to the first face condition. It would
have been interesting to find that this decrease occurred for one of the faces in particular
and not for the others, but this was not the case. However, this is part of a more general
result across the five trials that confirms the phenomenon described by Pisoni and Lazarus
(1974), in their investigation of categorical and non-categorical speech perception, that was
later produced by the TRACE model (McClelland and Elman, 1986). The usual simplistic

view of categorical discriminations expects good discrimination between adjacent stimuli
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at the category boundary and no discrimination far from the boundary. In our case, this
usual model would have predicted perfect /i/ judgments for 2 or 3 stimuli at the peep-
end and no /i/ judgments for the 2 or 3 stimuli at the pip-end of the continuum. Pisoni
and Lazarus noticed a different phenomenon: when stimuli were played close together,
subjects chose less extreme members of the continuum as “best” exemplars. TRACE is

said to explain this phenomenon in terms of:

1. Strengthening of the prototypical cases by repeated activation of the /i/ and /1/.

2. Competition between the desired categories and other categories at the extrema:
more central exemplars do not activate these “extra-continuum” competitors and
so do not suffer inhibition from them, but they receive more and more positive
feedback from the prototypes, which have themselves been repeatedly activated by

sounds within their categorical boundaries.

By this explanation, stimuli 2 and 5, which were more prototypical examples of their
class, profited from repeated presentation while stimuli 1 and 6 ran into competition from

elsewhere.

Going back to the hypotheses stated in Chapter 4, the results did not prove that subjects
gave more /i/ judgments when looking at the Mediterranean face as opposed to the other
faces. Therefore there was no influence of ethnicity. The second hypothesis, predicting
that the effect would only appear for one of the sets of stimuli that contained the relevant
phonological contrast was already discarded after the meat-neat series had to be eliminated
from the analysis. But even if it had remained in the analysis, it would not have shown any
relevant results because if no effect was found for the peep-pip continuum the other two
hypotheses could not be confirmed. The fact that the first hypothesis was not confirmed
also prevents any conclusions about the use of vowels and real words (see sections 3.1 and

3.4).

Since the only interesting effect found in the analysis was the difference between the pretest
and the rest of the trials, as we explained above, it could be concluded that ethnicity
information does not affect auditory perception of speech. But until more research is
done, it is difficult to know whether the lack of an effect was actually due to an inadequate
design. One of the possible reasons for the absence of the predicted interaction between the

auditory and the visual stimuli is the use of photographs instead of video-recordings. I used
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photographs because of the limited time and lack of equipment that I had available, with
the belief that perhaps for ethnicity information movement was not absolutely necessary,
since a face may be associated to a particular ethnic group no matter whether there is
movement or not. Having said that, matching still images with speech sounds becomes
less congruent than dynamic displays and it may have been this lack of congruence that
blocked any visual effect. Moreover, the fact that the images were not combined with

natural speech but with synthesised speech must have added to the incongruence.

Other possible reasons for the lack of an effect might be that there were not enough
trials, especially pretest trials as we mentioned above, or that a larger group of subjects
should have been used. It could also be argued that the contrast between the two faces—
Mediterranean and Anglo—was not sufficiently strong. However these explanations seem

less likely to be responsible for the absence of the effect than the use of still images.

We could even argue it was compensation that prevented the McGurk effect to be observed
in the present design. A pip-like stimulus perceived and judged to be pip while looking at
the Anglo or cartoon face, may have been perceived as peep with the Mediterranean face
as a result of visual bias. This would prove the effect I was looking for; but if subjects
unconsciously compensated for the fact that Mediterraneans tend to say peep when they
really mean pip, they would give a pip answer again, in which case the effect would be
hidden by their response. Following this reasoning, however, we would expect that if
compensation really occurred then subjects would also compensate for the authentic peep
stimuli and would judge them as pip, considering them a faulty pronunciation of pip. Here
it must be clarified that if subjects did compensate, the McGurk effect could only be
defended for the first type of compensation. In the McGurk effect visual stimuli influence
auditory perception, which is exactly what would happen for this first case, even if their
judgments did not reflect that. However, in the second case vision would not influence
auditory perception but simply their judgments. That is, subjects would perceive peep
correctly but would give a pip response as a consequence of postperceptual bias (in terms

of auditory perception) and compensation.

Although the present analysis suggests that there is no visual influence of perceived eth-
nicity on the perception of speech, it is difficult to give a reason for the results obtained
and the lack of a visual effect. Audiovisual speech perception is a complicated field of

study involving different modes of perception and the integration of very different sources
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of information. Therefore, it requires careful experimental designs for its investigation.

5.4 Conclusion and future work

In this experiment the McGurk effect was investigated for a type of visual influence that
goes far beyond lip movements. If evidence for influence of perceived ethnicity had been
found, then it could be suggested that multimedia computing and audiovisual communi-
cation systems should pay special attention not only to synchronisation and other aspects
that the McGurk effect revealed as important, but also to the visual information that

conveys ethnicity. However, no such influence was found in the analysis.

Since this experiment was done under time constraints, it may not have been designed in
the most appropriate way and therefore it does not allow us to reject the idea that the
McGurk effect may be elicited with visual information for perceived ethnicity. The best
conclusion, therefore, is that more research needs to be done in order to further investigate

this matter.

Future work should primarily include video displays for presentation of the visual stimuli,
instead of photographs. It would also be interesting to look at other aspects of foreign
accent, perhaps using different ethnicities with a more marked contrast between them, such
as African and Japanese, and a relevant linguistic contrast, such as the /r/-/1/ contrast
that proves to be difficult for the Japanese. As regards possible compensation for foreign
accent by subjects, it would be useful to measure the reaction time in order to check
whether foreign faces delayed the response. It is also suggested that other experiments
could have a larger number of trials, especially auditory-only trials before the audiovisual

presentations, but this should be done taking care of not running into saturation problems.
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Appendix A

Instructions

This experiment was designed to study the importance of visual information in helping us

hear speech. Below are the instructions for what you have to do.

You will hear a number of recorded words. After you hear each word, you will see 2 similar
words printed in coloured squares (red or green) on this screen and you will have to choose
which one you heard. You do this by pressing the corresponding red/green button on the

button box beside you.

Sometimes the word you hear may sound odd, but you must make a single choice for each.
Your answer should be based on your first intuition, so don’t worry about making the
‘right’ choice, there is no right or wrong answer. What we are interested in is your first

impression, so just listen carefully, and choose.

First, we will run through a few practice items. If you have any queries, please ask the

experimenter now. If not, press the yellow button on the button box to proceed.
Next screen after the first practice items

This is a second set of practice sessions. In some of the trials of the experiment proper
you will see a picture of a face while you hear the word. Please look at the face as you

listen. Then make your choice.

If you are ready to try some practice items with a face to look at, press the yellow button

now.
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Appendix B

Graphs
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