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ABSTRACT In some cases, e.g., when the 1/0 nodes are RAIDs, concur-
rency with respect to the number of streams accessing thesnod
can result in improved 1/O performance. But, as indicated in
[22] and as con rmed by our experimental results presented i
Section 5, 1/0 performance drops rather precipitously abnu
bers over a certain threshold and negatively impacts agifoic
execution times. This behavior is due to events that prevent
full /O utilization, e.g., seek and rotational latenciés|ure to
take advantage of prefetching, and/or insuf cient I/O respfre-
quency.
For HPC applications similar to MADCAP CMB, traditional
h parallelization of le 1/0O can result in this behavior [5],hich
will be exacerbated in next-generation systems. The aigdle
is, given a workload, schedule I/O so that as much 1/0 node
bandwidth as possible is realized. Although this paper dogs
address this challenge optimally, it describes and giviteace
of a potential solution, i.e., careful dynamic selectiontioé
number concurrently-active synchronous le-1/O streanv§e
call this control mechanisnte-1/0O stream throttling
The paper describes this potential I/O performance problem
shows its impact on a benchmark application that represeats
c 1/0 behavior of a large application class, presents thel/@-
stream throttling mechanism, and demonstrates the efféiatso
mechanism on I/O performance and application executioa.tim
The 1/0O behavior of MADCAP CMB is represented in MAD-
Keywords bench, the benchmark application used in the experiments de
/0 scribed in this paper.

To increase the scale and performance of scienti ¢ appdinat
scientists commonly distribute computation over multipte-
cessors. Often without realizing it, le I/O is parallelidevith

the computation. Animplication of this I/O parallelizatics that
multiple compute tasks are likely to concurrently accessit®
nodes of an HPC system. When a large number of I/O streams
concurrently access an 1/0 node, 1/0O performance tends-to de
grade. In turn, this impacts application execution time.

This paper presents experimental results that show that con
trolling the number of synchronous le-I/O streams that con
rently access an I/O node can enhance performance. Weisall t
mechanism le-1/O stream throttling. The paper (1) desesib
this mechanism and demonstrates how it can be applied either
at the application or system software layers, and (2) ptesen
sults of experiments driven by the cosmology applicatiamche
mark MADbench, executed on a variety of computing systems,
that demonstrate the effectiveness of le-1/0O stream tiirgg.

The results imply that dynamic selection of the number of syn
chronous le-1/0O streams that are allowed to access an l/@&no
can result in improved application performance. Note that t
1/0 pattern of MADbench resembles that of a large class of HP
applications.

File 1/0, high performance computing, I/O performance,
stream throttling, 1/0 scheduling

Table 1: Ratio of compute processors to I/O nodes for high-

1. INTRODUCTION end HPC systems. _
Many parallel high-performance computing (HPC) applica- | System [| Compute Nodes IO Nodes| Rafio |
tions process very large and complex data sets stored oir mult | SNL Intel Paragon 1,840 32 58:1
ple I/O nodes. Often the le I/0 needed to store and retriéng t ASCI Red 4,510 73 62:1
data is parallelized along with the computation. This gates Cray Red Storm 10,368 256 41:1
multiple I/O streams (e.g., one for each MPI task) that concu BG/L 63,536 1024 | 64:1

rently access the system's I/O nodes. Because the numhb@ of |

nodes is usually much smaller than the number of compute pro- The potential effectiveness of le-1/O stream throttliftgre-
cessors, even when only one such application is executiry on inafter called/O-stream throttlingor stream throttlingis demon-
system, it is often the case that an 1/0 node is concurrently a strated in Figure 3(a). The gure compares MADbench execu-

cessed by multiple streams. Even when I/O parallelizaSaorot tion times when one of 16, four of 16, eight of 16, and 16 of
taken into consideration, due to the complex data shariag-ch 16 MPI tasks generate 1/O streams that concurrently aceess a
acteristics of scienti c applications (such as when datadpced 1/0 node. The depicted experimental results show that ghref

by one task are consumed by all neighbors), an I/0 node iylike selection of the number of concurrently-active MADbence- |

to be concurrently accessed by multiple tasks. Thus, inadhe f  1/O streams can improve application execution time: in ¢thise,
ture, as problem sizes grow with the number of processors of the optimal number of I/O streams is four of 16. In contrasthw
next-generation systems and as the ratio of compute pmsess one of 16 or 16 of 16, execution time increases by 18% and 40%,
to 1/0 nodes increases, the number of /0 streams conclyrent respectively.

accessing an 1/0 node is destined to increase. Considee Tabl 1/O-stream throttling can be performed at the application o
[15], which gives the ratio of compute processors to I/O sode system software layers. The former is achieved by havingphe
for some high-end HPC systems. As the table shows, current ra plication code specify the total number of streams concuyre
tios of compute processors to I/O nodes are greater thand®. D accessing an 1/0 node; this is the method that is incorpdrate
primarily to the introduction of multicore processors, thagios in the MADbench code. Throttling via system software could
for next-generation systems are projected to be largerttiian be implemented by stream-aware /O schedulers or le system



policies. The strengths and weaknesses of each are dekuribe
the paper.

The remainder of this paper is organized as follows. Se&ion
describes related work, Section 3 describes two differeaam
throttling methods, and Section 4 describes the benchmark p
gram MADbench. A summary of our experimental systems is
presented in Section 5, while the experimental results bei t
implications are presented in Sections 6, 6.2, 6.3, and 7- Co
cluding remarks are included in Section 8.

2. RELATED WORK

There are several studies that concentrate on optimiziag th
parallel le-1/O performance of HPC applications by prowid
libraries and parallel le systems, and exploiting advaneats
in storage technologies [8, 21, 7]. Other optimization meghes
include exploiting access patterns to assist le systenfiepch-
ing, data sieving, and caching [14], overlapping compatati
with 1/O [13], and employing asynchronous prefetching [16]
The latter technique is particularly suitable for HPC aggli
tions. Due to the largely regular nature of HPC applicatiatad
access patterns, it is rather straightforward to predietdata
needed for subsequent computations. Given suf cient dysk s
tem bandwidth, prefetching may minimize the effect of I/@eo
performance on application performance. But prefetchom t
aggressively increases memory traf ¢ and leads to othebper
mance problems [1]. In addition, as mentioned above, when
bandwidth is limited, the problem of multiple streams cancu
rently accessing an I/O node is likely. This can result inss lof
the bene ts of prefetching.

Our contribution differs from these methods but is comple-
mentary to the data sieving, data prefetching, and caching a
proaches. The focus of our work is on runtime control of the
number of le-1/O streams that concurrently access an I/@ao
Such control can minimize expensive disk-head positiodieg
lays and, thus, increase both I/O and application perfooman

3. FILE-I/O STREAM THROTTLING

File-1/0 stream throttling controls the number of syncloos
1/0 streams that concurrently access the I/O system. Inrgkne
1/O-stream throttling must consider varioapplication charac-

les; this behavior is illustrated in Figure 2(b). In constaas
shown in Figure 2(a), when the number of streams that concur-
rently access the disk is one, i.e., the four streams adeestisk
one after another, the disk head hardly seeks. In this péatic
example, one stream results in the best performance bettaise
storage system is one simple disk, the bandwidth of which is
well utilized by the one stream. In contrast, an advancegto
system with multiple disks needs multiple streams to gitize
available bandwidth. Therefore, one should not concludenfr
this example that using one stream is the best for all staspsgte
tems.

The next two subsections describe the details of I/O-stream
throttling implemented at the application and system saxféw
layers, respectively. The experimental results of thrgtMAD-
bench's I/0 streams at runtime via an application softwaye
technique and a system software layer technique are dedcrib
in Section 6.

3.1 Application Layer Stream Throttling

By similarly distributing computation and I/O operatiors@ss
multiple processors, multiple I/O streams often accesaitides
concurrently. One way to change (throttle) the number efstrs
concurrently accessing an I/O node is to wrap the paradiéliz
1/0 routines with code that implements a token-passing @ech
nism [5]. If one token is used by all MPI tasks then access to
storage is sequentialized among the multiple 1/O streamtheA
other extreme, if the number of tokens is equal to the number o
MPI tasks then all streams can concurrently access stoféduie.
approach is used by some HPC applications, including MAD-
bench.

The token-passing approach has two problems. First, it in-
volves changes to the application code, which often is tath®
run on various compute and 1/0 node con gurations. As shown
in this paper, the selection of the number of concurrently ac
tive I/O streams depends on application I/O behavior antkrys
characteristics. Thus, selecting the number requiremsxe
knowledge of both, as well as the ability to develop con gioa-
speci ¢ code that is tailored to the various systems. As demo
strated in [5], it is not impossible to throttle the numben/&i
streams at runtime within an application. However, the use o

teristics e.g., request characteristics (sequential or random) and higher-level I/O libraries such as MPI-1/0O can make it velmale

system characteristic®.g., the numbers of /O nodes and com-

lenging to do so.

pute nodes, the numbers of processors and tasks on a compute Second, I/O throttling is applicable only to synchrono3 I/

node, storage system con guration, compute node memoey siz
and application data size. The large number of charadtes;ist
as well as the complexities associated with them, make dignam
1/O-stream throttling a challenging task, one that has reit y
been accomplished.

However, many HPC applications (see, e.g., [5, 11, 23])ehav
sequential data layouts, where each requested data stesm i
quentially accessed from the storage system, and tenddarrea
an iterative fashion. For such data layouts and read behave
number of streams that should access an I/O node concyrrentl
is dependent only on the I/O node con guration; the complex-
ities associated with the application characteristiczinest be
considered. In this case, given a single-disk 1/0 node, #® p

streams; it is not applicable to asynchronous 1/O streams. A
synchronous request blocks the execution of the requetstikg
until it is satis ed by the underlying I/O system. In conttas
asynchronous requests do not block task execution. Indagi-
chronous requests often are queued and delayed in the &/stem
underlying memory buffer cache and scheduled to the relstiv
slower 1/O systems at times that provide opportunities fior i
proved 1/0O performance [19, 12, 17]. It is well known that
larger asynchronous request queues provide better oitoetu

for optimizing disk head movement and for improving I/O sys-
tem performance [19, 17]. Thus, throttling the number ofasy
chronous request streams is dangerous since it may canstrai
the number of streams that generate data to the memory buffer

formance can be enhanced by minimizing expensive disk-head cache and, thus, restrict the number of outstanding asynohs

positioning delays; our experiments demonstrate this. exer
ample, consider an application with a computational loag th
is iterated multiple times by four MPI tasks that access waiq
les stored in an interleaved fashion on a shared disk. FEdur
depicts this data layout, where (a) shows a more coarsdaregu
interleaving of data, which is the product of one writer lggéc-
tive at a time and (b) shows a ner, more irregular interleayi
which is the product of four writers being concurrently aeti
During every iteration, each task reads a chunk of data ftem i
own le. When all four streams concurrently access the disk,
with no coordination, the disk head continuously seeks betw

requests in the buffer cache queue.

Due to the two problems discussed above, 1/0O stream throt-
tling at the application layer is not always the easiest andtm
scalable option. Other alternatives should be exploredrto i
prove 1/O node performance. Possible alternate layersfot-t
tling exist in the operating system (OS), le system, anahiddle-
ware. In the next section, we discuss how I/O-stream tlimgttl
can be realized in the OS layer of an 1/0 node.

To properly understand the effect of stream throttling at th
application layer, we must ensure that the number of symdus
1/0 streams are not throttled at other layers between thé-app
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Figure 1: Disk data layout of four les, each accessed by onefdour application tasks: (a) one active writer: more regular,
coarser interleaving; (b) four concurrently-active writers: irregular, ner interleaving
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Figure 2: Seek behavior of the disk head when using one or mutile 1/O streams.

cation and storage systems. Operating system I/O schgdulin multiple streams very ef ciently. For instance, [22] shothat
algorithms often tend to minimize the positional delaysloat  storage devices can handle as many as three streams dfycient

disk by servicing requests in a pseudo shortest-seek- estrmar However, when the number of disk cache segments is less than
rather than a fair rst-come- rst-served manner. This istpau- the number of streams, performance degrades signi cadity.
larly true of our test OS, Linux. Fortunately, the latestsiens fortunately, the number of concurrently active 1/0 stredhat

of Linux allow users to select among four different 1/0 sahied the device can handle effectively is not always communéttie
ing algorithms, one of which is a completely fair queuingealg  the OS software layer. Thus, in comparison to throttlinghat t
rithm (CFQ). We used CFQ for demonstrating our application device, throttling at the OS layer may lose some bene tsoAls

throttling approach. since the AS is designed only to throttle down the number of
streams to one and is not able to judiciously change the num-
3.2 System Layer Stream Throttling ber of concurrently active I/O streams, this scheduler matl be

In Linux, the Anticipatory Scheduler (AS) [10, 18], unlike optimal fpr alllllsystem con.guratlons. Currently, aschemr.ta-
CFQ and other I/0 scheduiers, has the ability to detect seque Pable of judiciously selecting the number of concurremityive
tiality in an 1/0 stream and to allow a stream to continue to ac /O Streams per I/0 node is under investigation. ,
cess the storage system for a certain period of time while-ite AN €xperimental evaluation of our system software thruli
hibits spatial locality of reference. This throttling rews disk- approach is described in Section 6.3. Note that our expetsne
head positioning delays even when multiple streams confipete  With System software throttling use the Anticipatory Salled
the disk. In addition, the AS detects asynchronous and syn- Which incorporates a type of stream throttling, and areedfriv
chronous streams and throttles only the synchronous sseam PY the unthrottled, concurrently active le I/O streams oAR-
Thus, we use AS to demonstrate the effect of system software bench. In this case, every MPI task of MADbench concurrently
throttling. generates /0.

The main advantage of the system layer throttling approach,
over the application layer approach, is that it is transpate 4. MADBENCH COSMOLOGY APPLICA-
the application and application programmer. There are many
ways to implement 1/O-stream throttling at the system safew TION BENCHMARK
layer, including the scheduler approach that we use in our ex  MADbench [5] is a light-weight version of the Microwave
periments. Disk controllers on modern I/O systems havé-inte  Anisotropy Dataset Computational Analysis Package (MABGA
ligence built into them. This means that I/O-stream thirgtl Cosmic Microwave Background (CMB) power spectrum esti-
implemented at the controller could be more bene cial than i mation code [6]. It was developed using MPI and is one of
implemented at the 1/0-node OS software layer. Also, due to a set benchmarks used by the National Energy Research Sci-
adaptive prefetching policies, some disk controllers candie enti ¢ Supercomputing Center (NERSC) at Lawrence Berkeley



National Laboratory (LBNL) to make procurement decisioss r
garding large-scale Department of Energy computing platfo
MADDbench represents a large class of applications thatvaigal
Cosmic Microwave Background Analysis. A signi cant amount
of HPC resources are used by cosmologists, e.g., about 17%
at NERSC. The I/O characteristics of MADbench are similar
to those of many other applications and benchmarks, such as
SMC (electron molecule collision), SeisPerf/Seis (setspib-
cessing), CAM, FLASH [23], and codes based on the Hartree
Fock algorithm like NWChem and MESSKIT [9, 11, 20]. This
indicates that this study, which is based on MADbench, has re
vance to a large class of applications and can be used tovwepro
the 1/0 performance of applications with 1/O behavior that i
amenable to le-1/0 stream throttling.

The MADbench code goes through three distinct I/O phases:
(1) dSdC: Each MPI task calculates a set of dense, symmetric,
positive semi-de nite, signal correlation derivative megs and
writes these to unique les. (dpvD : Each MPI task reads its
signal correlation matrices from the corresponding unides
and for each matrix it calculates the pixel-pixel data darre
tion (dense, symmetric, positive de nite) matrix D and irtge
it. Only reading and no writing takes place during this angl th
next phases. (3)V Each MPI task reads its signal correlation
matrices and for each matrix performs dense matrix-mattik m
tiplications with the results dhvD .

All three I/O phasesdSdC, invD , andW are comprised of
the following ve steps: (1) computation, (2) synchronimoat
(sync), (3) I/0, (4) synchronization, and (5) computatierdept
for dSdC). The time that each task spends in the the rst sync
step can be used to identify computational imbalance antong t
tasks, while the time that each task spends in the second syn
step can be used to identify I/O imbalance among the tasks.

MADbench includes the following parameters that can be used
to generate con gurations that differ with respect to thess
they apply on the I/O system:

no_pix : size of the pixel matrix in pixels. The siz8, in
KBytes is 1 (no_pix)*. With P tasks, each task accesses
a le of & KBytes.

no_bin : number of chunks of data in a le, where the
chunk sizeC, is (S=P)=no_bin. The choice oho_bin
impacts the layout and the interleaving of the les on the
disk. The number of chunks of data in a le equals the
number of iterations of the three phases.

no_gang: number of processors for gang scheduling. In
our case there is no gang scheduling, ne.,gang = 1.

blocksize : ScaLAPACK block size.

In our experiments we useo_bin = 16 andblocksize
= 32KB. These values are comparable to the values used in the
original MADbench study [5]. The value faro _pix is based
on the system's memory size and must be set large enough to
stress the system's storage system.ndfpix is too small,
all the data will t in memory and the I/O system will not be
stressed.

Because of the MADbench lock-step execution model, alttask
concurrently read or write their data from or to storageating
multiple concurrently active 1/O streams. Two additiongbut
parameterfRMORNdWMO[zan be used to control the number
of concurrent reader and concurrent writer streams, réispgc
At most, one out oRMOOWMO)Nasks are allowed to concur-
rently access the 1/0 system. With tasks, the total number of
concurrent readers ( M’gD e

MADbench can be executed in two modes: computation and
1/0, or /O only. To execute it in the computation and I/O mode
the code must be linked with the scienti c libraries ScaL AR4
BLACS, and BLAS [3] and an MPI library like MPICH. In the

C

second mode, 1/O only, all the linear algebra computatiarsed
by the scienti c libraries in phaseavD andWare replaced by
stubs containing sleep calls, where the sleep time is ptiopait

to the op count of the computation being replaced [4]. Irsthi
mode the code essentially does nothing but I/O in all phases.

5. EXPERIMENTAL SETUP

This section describes the systems, software, MADbench pa-
rameters, and tools used in our experiments. In all but one of
our experiments MADbench is executed in I/O-only mode; the
exception is used to indicate the impact of I/O performante o
the execution time of MADbench and applications with simila
1/0 behavior.

5.1 Systems, System Setup, and System Tools

Table 2 describes the three systems used in our experiments
(Intel Xeon, IBM p690, and Scyld Beowulf cluster) in terms of
the number of processors, memory capacity per node, I/O sys-
tem con guration, and 1/O system throughput. The Intel Xeon
system, which runs Linux 2.6, contains dual processorsd(2.8
GHz Pentium 4 Xeons with Hyper Threading) and is attached
to a 7,200 RPM 10.2GB EIDE disk. The IBM p690 is a 16-
way POWER4 SMP, which also runs Linux 2.6. Experiments
on the p690 are of two types w.r.t. memory size and 1/O sys-
tem con guration. Memory size is either 16GB or 2GB, while
the 1/O system is either a 7,200 RPM 140GB SCSI disk or a
350GB DS4300 RAID-5 comprised of six 15,000 RPM SCSI
disks. Each node of the Scyld Beowulf cluster contains tvdo 2.
GHz AMD Opteron processors and 4GB memory; it runs a cus-
tom Linux 2.4 kernel from Scyld. Experiments on this system
also are of two types, but w.r.t. the I/O system con guration
either a 1.4TB NFS-mounted RAID-5 disk system comprised of
six 7,200 RPM 250GB SATA disks or alocal 7,200 RPM 120GB
SATA scratch disk per node. To eliminate the interferendé®f
requests from OS activities, on all the systems MADbench is
con gured to access a storage system different than thainps
the OS. In addition, to remove buffer cache effects, on alt sy
tems, before an experiment is started, the MADbench storage
system is unmounted and remounted.

All but one set of experiments stress the storage systems de-
scribed above: the data footprint does not t in the buffeche
and, thus, data requests are satis ed by accesses to tlgetor
system. The one exceptional case is described in Sectiah 6.2
We use this case to provide a baseline for comparison. In this
case, the memory buffer cache is large enough to hold the data
footprint. Thus, after the rsttime data is requested (faiting),
subsequent accesses (reads and writes) to the data asxdafis
the buffer cache rather than the 1/0 system. Accordinglyséh
experiments result in signi cantly lower application ex¢ion
times.

The 1/0O request size may impact application execution time.
For example, request coalescing or the use of larger regjunest
proves application performance. Accordingly, our experiis
use the largest possible 1/0 request size. For detailed/sinal
of seek behavior (as shown in Figure 2) and to understand loca
tions of le blocks on the disk (as shown in Figure 1), we use
Blktrace (see, e.g., [2, 17] for details), which has been part
of the Linux kernel since 2.6.17-rcl.

6. RESULTS OF EXPERIMENTS

We conducted two different sets of experiments to describe
the impact of application and system characteristics orpg©
formance. The rstis called thbase set of experimenti con-
sists of four experiments driven by MADbench; they differ.tv.
the number of readers and writers: (1) one reader/one writer
(2) one reader/all writers, (3) all readers/one writer, éhdall
readers/all writers, where "all” means the number of MPks$as
executing the program. THmase+ set of experimentonsists



Table 2: 1/0 and compute node con gurations of systems.

| System | Nodes| CPUs/Node] Memory/Node(GB)|[  1/0O System(s) | Throughput (MB/s)|
Intel Xeon 1 4 1 EIDE disk 23
IBM p690 1 16 16/2 SCSI disk/RAID-5 35/125
Beowulf Cluster 64 2 4 NFS with RAID-5 45

of the base set of experiments plus: (1) two readers/oneyrit
(2) four readers/one writer, and (3) eight readers/oneswrithe
base+ set is conducted on the experimental platforms with ad
vanced storage systems, i.e., the p690 and the Beowuleclust
with RAIDs. Using all readers/all writers appears to be the d
fault programming practice.

6.1 Importance of I/0O Performance

To understand the relative importance of I/O performance on
application execution time, we conducted the base set arexp
ments driven by MADbench in computation and /0O mode on
the Intel Xeon system. (All other experiments are driven by
MADbench in 1/0-only mode.) For each experiment, Table 3
gives the total application execution time (COMP+I/O), pee-
centage of time spent performing I/O (%I/O time), and theetim
spent performing computation (COMP) and 1/O (I/O) in each of
the three phases of MADbench. On the Xeon system, I/O time,
which depends on the number of concurrent readers and syriter
ranges from 14% to 37% of the total execution time. Borrill, e
al. [5] report that I/O consumes 80% of total execution time o
larger systems with 256 or more processors. This indichgs t
for this class of applications I/O contributes signi canto total
application execution time.

6.2 Application Layer Stream Throttling

The experiments discussed in this section use applicdtiot-t
tling to control the number of concurrently-active MADbénc
readers RMODand writers WMOPDTo isolate the effect of ap-
plication throttling, these experiments use the CFQ I/Cedeh
uler, which provides relatively fair disk access to all comently-
active MADbench I/O streams and does not inherently perform
any I/O stream throttling (as does the Anticipatory Schegul

The base set of experiments was conducted on four system 6.2.2

con gurations: the Xeon system, the p690 with a single distt a
16GB memory, the p690 with a single disk and 2GB memory,

and the Beowulf cluster with a single disk per node. The base+

set was conducted on the p690 with a RAID and 2GB memory,
and the Scyld Beowulf cluster with a RAID. Rows E1 through

E3 in Table 4 show the input parameters used for the base set o
experiments and rows E4 and E5 show the input parameters for

the base+ set of experiments.

Table 4 also shows the best and second-best number of rea
ers/writers for all experiments.  Sections 6.2.1 througB.5%.
provide details of each set of experiments. Except for thseba
set run on the p690 with 16GB memory, results of each experi-
ment are presented in terms of total execution time and @i
(LBSTIO and TIO). Since each MPI task waits at a barrier af-
ter each iteration of each MADbench phase, LBSTIO represent
the average load balancing time, including synchroninatio
the barriers. TIO is the average I/O time of a task. Note
that LBSTIO depends on the number of concurrently-acti@e 1/
streams and the underlying 1/O scheduler.  With a “fair” 1/0
scheduler, if all tasks are allowed to access the /O systam ¢
currently, all nish at approximately the same time, henite
amount of time each waits at a barrier for other tasks to nish
will be minimal. In contrast, as the number of concurrentty a
tive 1/0O streams decreases, tasks scheduled earlier ragiee
and experience longer delays at a barrier waiting for othsks
that are scheduled later. Because of this, we expect araseip
LBSTIO, indicating that some tasks nish their I/O earlituan
others.

6.2.1 IBM p690: 16GB Memory

The results of the base set of experiments run on the IBM 690
with 16GB memory are shown in Table 5. The input parame-
ters used are shown in row E1 of Table 4. As per the table, the
total input data size is 2.98GB. Needless to say, with 16GB of
main memory, the total amount of data (2.98GB) easily ts in
memory. This experiment provides a baseline for comparison
with experiments in Section 6.2.3, where memory is consider
ably smaller (2GB).

As shown in Table 5, in this case it is clear that only the aiti
writes of data are satis ed by the storage system, and aéiroth
accesses (reads and writes) are satis ed by the memoryrbuffe
cache. For example, in both cases where there are 16 retiders,
InvD phase takes eight seconds to read 2.98GB of data. To ac-
complish this requires a bandwidth of over 380MB/s, while th
associated SCSI disk only supports approx. 35MB/s. Foligwi
this logic, with the exception of the rsttime it is executezhe
would expect thelSdC phase, which writes data, to have a sim-
ilar execution time to that of theavD andWphases, which both
read data. However, in reality, the execution time of dissIC
phase is up to an order of magnitude greater. This is due to the
File-10 sync call at the end of each write phase, which foades
the data to the disk before proceeding to the next phase. With
16 writers this takes about 80 seconds, which translate§to 3
MB/s, which is approximately the throughput of the SCSI disk
associated with the p690 system used to run the experiments.

With the explosive growth of the data needs of HPC applica-
tions, it is rare that the data ever ts in main memory. Thhs, t
remainder of our experiments ensure that the data sizegerlar
than the combined size of the main memory of the particigatin
compute nodes.

Intel Xeon System

The results of the base set of experiments run on the Intel
Xeon system, which runs Linux 2.6, are shown in Table 6. The
input parameters used are shown in row E2 of Table 4. The
system contains dual processors (2.80 GHz Pentium 4 Xeons

fwith Hyper Threading) and is attached to a 7,200 RPM 10.2GB

EIDE disk. Accordingly, the number of logical processors,an
thus, the number of MPI tasks, is four.

d- As shown in Table 6, the most common practice, i.e., have all

tasks read or write (4/4), results in the longest applicagre-
cution time. In contrast, employing one reader instead of fo
reduces execution time by as much as 22%. However, this de-
crease in execution time is accompanied by a nine-fold (more
than two-fold) increase in the LBSTIO time in th¥(InvD )
phase. The implications of load balancing issues are fudise
cussed in Section 7.

Given a xed number of readers, the number of writers has
a negligible impact on the total execution time, i.e., ldsnt
or equal to 5%. In contrast, given a xed number of writers,
one reader, versus "all readers”, in this case four, immdke
execution time by as much as 19.5%.

6.2.3 IBM p690: Single Disk/2GB Memory

The results of the base set of experiments run on the POWERA4-
based IBM p690 SMP with a 7,200 RPM 140GB SCSiI disk and
2GB memory are shown in Table 7. For this system the num-
ber of processors and, thus, the number of MPI tasks, is 16.
Similar to the results of the experiments run on the Intel Xeo



Table 3: MADbench computation and I/O times on Intel Xeon sytem.

Number | Number Time(s)
of of Total dsdC InvD W % I1/O
Writers | Readers| COMP+l/O | COMP [ /O | COMP | I/O [ COMP ] I/O | Time
4 4 1102 32 23 38 137| 740 | 132 27
4 1 978 31 6 28 99 731 83 19
1 4 1246 31 6 27 246 733 203 37
1 1 934 31 5 27 70 744 57 14

Table 4: Parameter values for experiments.

Exp. System/ # of tasks| no_pix | Data Size| Memory Two Best
# Storage (GB) (GB) Readers/Writers
El p690/single disk 16 5,000 2.98 16 16/16 and 1/16
E2 Xeon/single disk 4 3,000 1.1 1 1/1 and 1/4
E3 p690/single disk 16 5,000 2.98 2 1/1 and 1/16
E4 || Cluster/RAID-5/NFS 16 25,000 74.5 64 8/1 and 4/1
E5 p690/RAID-5 16 10,000 11.9 2 2/1 and 4/1

Table 5: Application layer stream throttling: Total execution and I/O times for base set of experiments run on IBM p690 wth
16GB memory.

Number of | Number of Time (s)

Writers Readers || Total | dSdC] InvD [ W
16 16 79 70 8 1
1 16 105 96 8 1
16 1 83 74 5 4
1 1 106 97 5 4

Table 6: Application layer stream throttling: Total execution and I/O times for base set of experiments run on Intel Xeorsystem.

Number | Number Time (s)
of of Total dsdcC InvD w
Writers | Readers TIO | LBSTIO | TIO [ LBSTIO | TIO | LBSTIO
4 4 243 | 12 9 83 3 77 1
1 4 235 | 12 5 83 2 77 1
4 1 199 | 12 12 53 13 45 10
1 1 189 | 18 9 48 10 42 10

system, given a xed number of readers, the number of writ- ers results in larger I/O queues of asynchronous requesthwh
ers has a negligible impact on the total execution time, leas are known to improve I/O performance [12, 17]. Referringae T
than 3%. Again similar to the results associated with thellnt  ble 8, as we hypothesized, "all” writers does signi cantiduce
Xeon system, given a xed number of writers, one reader,u®rs  thedSdC write phase 1/0O time (TIO) by over 25% and result in
"all readers”, improves the execution time. In this casecaxe exploiting full bandwidth of storage system. A total of 748
tion time increases by as much as 14% with 16 readers; for the is written in 1900 seconds, which translates to 40MB/s, Whic
Xeon system itincreases by as much as 19.5% with four readers is 90% of the peek bandwidth of the storage system (45 MB/s
Again, accompanying this improvement in execution timenis a  see, Table 2). Where as one writer takes about 3000 secands fo
increase in the 1/O load balancing time, LBSTIO; it increase the same amount of data, which translates to 25.5 MB/s, which
from less than ten seconds to as much as several tens of second is less than 60% of the peek bandwidth. We should remark here
that in addition reduced execution times, all writers aésutt in
6.2.4 Beowulf Cluster: RAID-5 relatively smaller load imbalance times in the dSdC phase, (s
The results of the base+ set of experiments run on the Scyld LBSTIO for dSdC in Table 8). However, the reduction in execu-
Beowulf cluster with a 1.4TB NFS-mounted RAID-5 disk sys- tion time of dSdC phase using all writers does not transtate i
tem comprised of six 7,200 RPM 250GB SATA disks are shown a smaller total execution time of the application. This isdese
in Table 8. Only 16 processors, i.e., one processor on each ofusing "all” writers has a negative impact on the /O timest t
16 compute nodes and, thus, 16 MPI tasks were employed in theSubsequent read phases: given a xed number of reader$, "all
experiments.  As shown in row E4 of Table 4, each of the 16 writers results in 60%, 69%, and 20% increases inltiv® , W
nodes has 4GB memory (making a total of 64GB), a larger prob- TIO time, and total application execution time respectivéiie
lem size is used, i.eno_pix = 25; 000, in order to force disk speculate that this behavior is due to data placement ongke d
accesses. systems. When multiple streams compete for storage, the le
Since each node runs only one MPI task and the RAID-5 sup- System tend to give out chunks in pseudo-round robin fasision
ports multiple concurrent streams, keeping the numberersad ~ all streams and resulting les, although contiguous in mgmo
the same, we expected that 16 (all) writers would resultistab  resides on non-contiguous blocks on the disk systems. Thus,
ter execution time for the write phase (dSdC) compared to one with multiple writers the block allocation seems to be ramdo
writer. This was expected because one writer is not likefyllg (see, e.g., Figure 1(b)), which would signi cantly impatiet
utilize the bandwidth of the storage system. In additiohyveit- subsequent read performance. Because the custom 2.4 Scyld



Table 7: Application layer stream throttling: Total execution and
single disk and 2GB memory.

I/0 times for base set of experiments run on IBM p690 wth

Number | Number Time (s)
of of Total dsdC InvD w
Writers | Readers TIO | LBSTIO | TIO [ LBSTIO [ TIO | LBSTIO
16 16 355 | 56 3 157 6 144 5
1 16 358 | 33 34 152 7 144 7
16 1 318 | 59 10 60 48 52 37
1 1 311 | 31 37 59 46 51 43

Table 8: Application layer stream throttling: Total execution and I/O times for base+ set of experiments run on Beowulflaster

with RAID-5.
Number | Number Time (s)
of of Total dsdcC InvD W
Writers | Readers TIO [ LBSTIO | TIO [ LBSTIO | TIO | LBSTIO
16 16 6353 | 1330 66 2150 72 2210 68
16 1 8690 | 1320 67 1815 1596 1826 1606
1 1 6973 | 1559 1071 1148 793 1146 794
1 2 6406 | 1543 1000 1746 554 1128 568
1 4 5741 | 1583 1004 1073 273 1077 265
1 8 5627 | 1590 1035 1255 17 1249 17
1 16 6131 | 1781 1155 1374 12 1319 28
188 — T T
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(a) IBM p690 with RAID-5

Figure 3: Execution times of MADbench and the three individual
with RAID-5 and on p690 with RAID-5.

kernel that is running on this system does not have a tool like
Blktrace, currently we cannot verify this claim. Becausetef
random placement with multiple writers, we use only a single
writer for our subsequent experiments. We anticipate tlsi-a

gle writer will remove randomness in block allocation and re
sults in consistent execution times.

Given one writer, we next identify the optimal number of read
ers (1, 2, 4, 8, or 16) for this system. For each number of rsade
Figure 3(b) shows the percentage increase in both totaliirec
time and execution times of three phases of MADbench. Table 8
shows the data. With 16 readers the total execution timedatab
8% higher than with eight; with two readers, it is over 13% eom
pared to eight, with four readers, it is less than 2% compared
to eight, and with one reader, it is over 20% higher than with
eight. Thus, the sweet spot is eight concurrently activeeea
With one reader the disk system is underutilized (less ti%8h 8

Nunber of Concurrent Readers
(b) Beowulf with RAID-5

phases with different concurrent readers on Beowulf cluter

eight readers, however, the disk system is well utilizeddelto
100% of the peek bandwidth), which only means that the posi-
tional delays are minimized and the storage system prefeggch
policies are effective.

In summary, one writer and eight readers case improves ap-
plication execution time by as much as 11% over the defallt al
writers all readers case (see Table 8), and by about 20%lower t
one writer, one reader case (see Table 8 and Figure 3).

6.2.5 IBM p690: RAID-5/2GB Memory

The last set of experiments described in the previous sgctio
which explores the optimal number of readers given one wyrite
was also run on the IBM p690 with a high-end 350GB RAID-
5 1/0 system. The motivation for these experiments is to Eee i
the observed behavior of throttling the number of readees ov

peek bandwidth) as there are not enough 1/0 requests and withthe default, indeed exist in other types of storage systétoge
16 readers, there are enough I/O requests but the disk systenthat this storage system is from a different manufactuterses

spends a signi cant amount of time in seeking to the différen
locations (position delays) to service the readers. Intaddi

as pointed out [22], 16 reader streams is likely to be mora tha
the prefetch streams that the storage system can handlermod
storage arrays can prefetch 4 to 8 sequential streams [28). W

more expensive hardware, and the disks are different; thdlsp
speed of these disks is 15000 RPM compared to the 7,200 RPM
of the disks in the Beowulf cluster storage. This storagéesys
gets a peek bandwidth of 125MB/s compared to the 45 MB/s of
the cluster storage. However, both storage systems havwe sam
number of disks (six in this case), and both use same organiza



tion (RAID-5) so we expect similar results on this system.

The results are shown in Figure 3(a), which shows that four
concurrently active readers is the sweet spot. In compariso
employing 16 readers results in an increase in executios &im
about 40%; employing one results in an increase of over 13%,

throttling is that it is transparent to the application pagmer.

In addition, as one can see from the LBSTIO times in Table 9,
because the AS provides ne-grained throttling of streaass,
compared to application throttling, it results in much low©

load imbalances in the read phases of MADbench. We further

the difference is less than 2% for both 4 and 2 reader case. Rea discuss the impact of this in Section 7.

soning and analysis similar to the one presented in the qusvi

subsection can be used to explain the numbers and as expecteo6-3-2

the performance on this storage system is similar to theesius
storage system.

A couple of interesting observations can be made by com-
paring Figures 3(a) and 3(b). First, looking at the slopehef t
execution curve in both gures between 8 and 16 readers (al-
though, we do not have the data for the intermediate points, b
itis not required for this observation), one could easilpcade
that the cluster storage handles high concurrency beterttie
IBM p690 system storage for this application. IBM storage's
performance drop's rather dramatically compared to thahef
cluster. Second, observe the slope of the execution timecur

IBM p690: RAID-5/2GB Memory

Table 10 presents the results of the system software fimgpttl
experiments conducted on our IBM p690, for which the number
of processors and the number of MADbench MPI tasks is 16.
Again, the second row of the table presents the results stthe
experiments (System), while the rst and third rows pregéet
results of the unthrottled experiments (UT), which use tR&€C
scheduler, and the results associated with the best-cqdie ap
cation throttling experiment on this system (App), respety.
Similar to the results of the experiments conducted on thanXe
system, although using the AS (System) decreases execution
time by 5% (Xeon: 12%), as compared to the unthrottled case

between two and four readers, the cluster storage seems morgUT), application throttling performs best; its executiime is

sensitive at a concurrency of two compared to the IBM starage
We must acknowledge that since the le system plays a major
role, and since we use different le systems, this many not be
attributed fully to the storage system alone.

6.3 System Layer Stream Throttling

As discussed in Section 3.2, our experiments with systetn sof
ware I/O stream throttling are implemented at the OS layieigus
the Linux 2.6 Anticipatory Scheduler (AS). This I/0O schestul
does not throttle the number of concurrent writers; it tthest
only the number of concurrent readers. In addition, it is

designed to reduce the number of reader streams to one. We7

are working on a scheduler that allows throttling to an aaijt
number of streams.

Using the AS, which is available only under Linux, our sys-
tem software throttling experiments reduce to experimeuitis
all concurrent writers and one reader on the Intel Xeon aihd 1B
p690 systems. For comparison purposes, we also preserd-the n
throttling case, which is implemented using the CFQ I/O dehe
uler, and the best case from the application throttling gxpe
ments. We could not conduct the experiments on the Beowulf
cluster because it runs a custom Linux 2.4 kernel from Scyld
that does not provide multiple schedulers. Note that these
experiments are driven by the unthrottled version of MADden
(RMO@ndWMOEBre both one).

The following sections describe the results of our systefta so
ware throttling experiments. They indicate that the AStilirg
behaves in a way that is consistent with the results of ouli-app
cation software throttling experiments. With few excepsipthe
number of writers (in this case, xed and in the case of agplic
tion throttling, variable) has no signi cant impact on ajgation
execution time and one reader is a good choice.

6.3.1 Intel Xeon System

Table 9 presents the results of the system software thmottli
experiments conducted on the Intel Xeon system, for whieh th
number of logical processors and the number of MADbench
MPI tasks is four. The second row of the table presents the re-
sults of these experiments (System), while the rst preséme
results of the unthrottled experiments (UT), which use tR&€C
scheduler, and the third row presents the results assdaidtie
the best-case application throttling experiment on thistem
(App). As the results indicate, although using the AS (Sydte

decreases execution time by 12%, as compared to the unthrot-

tled case (UT), application throttling performs best; its@ution
time is about 22% less than that of UT and 11% less than that
of System. Thus, it appears that system throttling may pevi

a good alternative between no throttling and applicationtth
tling. It is worth remembering that a big advantage of system

about 12% (Xeon: 22%) less than that of UT and 8% (Xeon:
11%) less than that of System. This gives further credence to
the indication that application-transparent, systemittlimg may
provide a good alternative between no throttling and apfibio
throttling. As one can see from the LBSTIO times in Table 10,
because the AS provides ne-grained throttling of streaass,
compared to application throttling, it results in much loWw®©

load imbalances (including the write phase of MADbench). In
the results associated with the Xeon system, this is trugfonl

the read phases.

IMPACT ON LOAD IMBALANCE

Figure 4 shows the execution times of a group of 16 tasks in
thelnvD phase of MADbench with (a) no throttling, (b) throt-
tling at the application layer, and (c) and (d) two execugion
of throttling by system software. Referring to Figure 4(@8;
cause of the fairness in the system with no throttling (el
by the CFQ scheduler), as expected, all tasks nish I/O at ap-
proximately the same time, i.e., at about 160 seconds, ekaep
task 12. As shown in Figure 4(b), (c), and (d), this does not
happen when application or system software throttling is em
ployed. These throttling strategies introduce unfairneghat
they allow only a predetermined number of tasks to perfofn I/
at any given time. In other words, our resource distribufioh
icy is unfair when we consider relatively small time intdsva
(e.g., during a one-second interval the 1/O resource is it d
tributed fairly to all competing tasks). However, it is fdor
relatively large time intervals (e.g., the time intervalirgethe
entire execution of a phase). The upshot of this throttlingn
over 60% improvement in execution time (see Figure 4(a) and
(b)); the downside is the performance variation acrosefit
executions, which is shown in Figure 4(c) and (d). Looking at
the performance pro les of Figure 4(c) and (d), one can gasil
but rather wrongly, conclude that there is an 1/0 load imbeda
among the tasks. It is clear that the observed load imbalance
is due to the adaptive stream throttling performed by the sys
tem software and not due to the data distribution among tasks
From our knowledge of the source code and as demonstrated by
the no-throttling case (Figure 4(a)) each task works on dinees
amount of data.

Because of these performance variations or unpredidalsili
performance across executions introduced by stream lthgptt
itis dif cult to conduct performance analysis for load batang,
to provide quality of service guarantees, and to forecasliamp
tion performance. Therefore, it is not only important to end
stand the positive aspects of stream throttling, but it isadly

9'The odd" behavior of task 12 is reproducible and
we are investigating the issue.




Table 9: Total execution and I/O times of unthrottled case (), system software throttling (System), and best-case afipation
throttling (App) on Intel Xeon system.

Method | Number | Number Time (s)
of of of Total dsdC InvD w
Throttling | Writers | Readers|| TIO+LBSTIO | TIO [ LBSTIO | TIO [ LBSTIO | TIO | LBSTIO
uT 4 4 243 12 9 83 3 77 1
System 1 1 213 67 12 72 5 63 5
App 1 1 189 18 9 43 10 42 10

Table 10: 1/0 and total execution times of unthrottled case (T), system software throttling (System), and the best-casappli-
cation throttling (App) on IBM p690.

Method | Number | Number Time (S)
of of of Total dsdC InvD w
Throttling | Writers | Readers|| TIO+LBSTIO | TIO | LBSTIO | TIO | LBSTIO | TIO | LBSTIO
uTt 16 16 355 56 3 157 6 144 5
System 1 1 339 25 18 97 30 82 20
App 1 1 311 31 37 59 46 51 43

(a) No throttling

(c) Throttled by system software

(b) Throttled by application

(d) Throttled by systemvgafe

Figure 4: Impact of throttling on individual task execution times; (c) and (d) show the varying nature of task times acraos two

executions.

important to understand the resulting complications asdds

concomitant with such mechanisms.

8. SUMMARY AND CONCLUSIONS

The experimental results presented in this paper inditate t
for a large class of applications execution time can be signi
cantly enhanced by careful selection of the number of symaus
1/0 streams that concurrently access the /0O nodes of HPC sys
tems. For the various systems used to conduct our expesment

this I/O stream throttling, implemented within the applioa

code, as compared to having all tasks read concurrenthghwhi
seems to be common practice, improves execution time by at concurrently-active asynchronous I/O streams, i.e.,angit On
least 8% and by at most 40%. With respect to the number of

concurrently-active synchronous I/O streams, i.e., neqden
the single-disk systems, the best execution time was attaie-
ing one reader. In contrast, on the p690 with 16 processars an
RAID, four performed best; on the Beowulf cluster with 16 pro
cessors and a RAID, eight performed best. Clearly, our t@sul
show that the number of concurrently-active readers depend
the application I/O behavior and the characteristics ofsys
tem, in particular, /0 system characteristics.

Throttling of asynchronous 1/O streams is a bit tricky beszau
its effects are indirect. Thus, the paper focuses on the-thro
tling of synchronous 1/0 streams. Nonetheless, we did condu
some experiments with application selection of the numlfer o
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number of readers show that the number of writers has a negli- Input/output characteristics of scalable parallel
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dress the potential I/O problem demonstrated in the pager, i
either too few or too many concurrently-active 1/0 streams a
cess an /O node, which causes the I/O node to be underuti-
lized and, thus, degrades both I/O and application perfocaa
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of /O streams that should be concurrently active in ordeeto ) ;
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